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SUMMARY

Resource management is a key challenge that service providers must adequately face in order to ac-
complish their business goals. This paper introduces a framework, the semantically enhanced resource
allocator (SERA), aimed to facilitate service provider management, reducing costs and at the same time
fulfilling the QoS agreed with the customers. The SERA assigns resources depending on the information
given by the service providers according to its business goals and on the resource requirements of the
tasks. Tasks and resources are semantically described and these descriptions are used to infer the resource
assignments. Virtualization is used to provide an application specific and isolated virtual environment for
each task. In addition, the system supports fine-grain dynamic resource distribution among these virtual
environments based on Service-Level Agreements. The required adaptation is implemented using agents,
guarantying enough resources to each task in order to meet the agreed performance goals. Copyright ©
2009 John Wiley & Sons, Ltd.
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1. INTRODUCTION AND MOTIVATION

In the framework of the service-oriented computing (SOC) paradigm [1], services can be easily
composed to build distributed applications. These services are offered by service providers that
provide their description and their implementation. From the business point of view, the service
provider agrees with its customers on the quality of service (QoS) and level of service through a
Service-Level Agreement (SLA). Generally, the SLA is a bilateral contract between the customer
and the service provider that states not only the conditions of service, but also the penalties when
the service is not satisfied, as well as the metrics to evaluate the level of service.
Business objective-driven REliable and Intelligent grids for real busiNess (BREIN) [2] is a Euro-

pean Commission project, with the objective of bringing the e-business concept developed in recent
Grid research projects (e.g. TrustCoM [3]), the so-called dynamic virtual organizations, toward a
more business-centric model, by enhancing the system with methods from artificial intelligence,
multi-agent systems, and semantics.
In the scenario considered in the BREIN architecture [4], a customer sets a goal to be achieved.

This goal is translated into an abstract workflow and for each step a business process will be started
in order to find out the external suppliers of the services that could perform each step. Our work
deals with the case of a service provider that supplies computational services in such a scenario. The
assumption is that the service provider is able to provide different types of computation services, i.e.
from transactional applications to long running batch jobs. This implies not only a heterogeneous
workload but also different types of SLAs agreed upon with the respective customers. We consider
then that the service provider would like to meet the following objectives:

• Maximize profit, by making an optimal use of the resources and reducing the penalties incurred
by not meeting the SLA terms.

• Given that the service provider may have a level of preference (maybe subjective, driven by
business goals) of the customers, maximize the satisfaction of the customers, and in case of
conflict, penalize first those customers with a lower level of preference (i.e. lower priority).

Under these premises, we have designed and implemented the semantically enhanced resource
allocator (SERA). SERA provides a framework for supporting the execution of medium and long
running tasks in a service provider, which facilitates the provider’s management (thus reducing
costs) while fulfilling the QoS agreed upon with the customers. Resources are assigned depending
not only on the requirements of the tasks for fulfilling the SLA terms, but also on the information
given by service providers with regard to the level of preference (according to business goals)
of their customers. The allocation process is enhanced by using challenging technologies such as
agents, semantics, and virtualization.
Semantics is used to construct descriptions of the tasks and the resources, which are then used to

infer the resource assignments. This enhances the inferences and enables the use of business factors,
allowing the SERA to dynamically reschedule the tasks in order to meet the requirements of those
with greater priority. Moreover, each task is provided with a full-customized (i.e. task specific) and
isolated virtual environment, granting full control to the task of its execution environment without
any risks to the underlying system or the other tasks. These virtual environments are consolidated
in order to achieve a better utilization of the provider’s resources. In addition, the system supports
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fine-grain dynamic resource distribution among these virtual environments based on SLAs in order
to adapt to changing resource needs of the tasks and maximize service provider’s goals.
SERA implements an adaptive behavior by means of agents, which guarantees to each application

enough resources to meet the agreed QoS goals. Furthermore, it can provide the virtual environ-
ments with supplementary resources, since free resources are also distributed among applications
depending on their priority and their resource requirements. The system periodically monitors if
the SLAs of the applications running in the provider are being fulfilled. If any SLA violation is
detected, an adaptation process for requesting more resources to the provider is started.
The remainder of the paper is organized as follows: Section 2 describes the overall architecture

of the SERA; Section 3 describes how semantics is used to take scheduling decisions; Section 4 de-
scribes the virtual machines (VMs) management and the dynamic resource provisioning performed
by the SERA; Section 5 presents our SLA fulfillment approach; Sections 6 and 7 describe the
experimental environment and the evaluation. Section 8 presents the related work. Finally, Section
9 presents the conclusions and the future work.

2. OVERALL ARCHITECTURE

This section gives an overview of the architecture of the SERA, which was initially presented in
[5], describing the main components and their interactions. Each component contains an agent
and a core. The agent wraps the core functionalities by means of a set of behaviors that basically
call methods from this core. The agents are in charge of the communication between components.
In addition, their implicit reactiveness is used to be aware of the system performance and status
variations, and for coordinating the reaction to these variations (e.g. reaction to an SLA violation).
Figure 1 shows the main components of the SERA, whose functionality is herewith described.

There is one Client Manager (CM) for each client’s task, which manages its execution by requesting

Figure 1. Architecture of SERA prototype.
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Figure 2. Task lifecycle.

the required resources and by running jobs. In addition, it makes decisions about what must be
done when unexpected events such as SLA violations happen.
The Semantic Scheduler (SeS) allocates resources to each task according to its requirements,

its priority, and the system status, in such a way that the clients with more priority are favored.
Allocation decisions are derived with a rule engine using semantic descriptions of tasks and physical
resources. These resource descriptions are automatically generated from the system properties and
stored in the semantic metadata repository (SMR) when the machine boots. This repository comes
with a set of services for registering, storing, and publishing the semantic descriptions.
The Resource Manager (RM) creates VMs to execute clients’ tasks according to the minimum

resource allocation (CPU, memory, disk space. . . ) given by the SeS and the task requirements
(e.g. needed software). Once the VM is created, the RM dynamically redistributes the remaining
resources among the different tasks depending on the resource usage of each task, its priority, and
its SLA status. This resource redistribution mechanism allows increasing the allocated resources
to a task by reducing the assignment to other tasks that are not using them. Finally, there is an
Application Manager (AM) for each task, which monitors its resource usage in order to evaluate if
the agreed SLA is being violated.
Figure 2 shows the task lifecycle in the SERA and the interaction among the different components.

Initially, at boot time, every component stores its semantic description in the SMR. An interaction
starts when a task arrives at the system and a CM is created in order to manage its execution.
The CM preselects potential nodes for running the task querying the SMR and registers the task
description (1). Then, it requests a time slot to the SeS for the task (2). At this stage, the SeS uses
the metadata stored in the SMR (3) to infer in which node the task will be executed. At this point,
the SeS informs the CM whether the task has been successfully scheduled or canceled (4). When
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the time to execute the task arrives, the SeS contacts with the selected RM and requests the creation
of a VM for executing the task (5).
When the RM receives the SeS request, it creates a VM and an AM that monitors the task status

and its SLA fulfillment (6). Once the AM detects that the VM is created and ready to execute tasks
(by checking if the VM is already accessible), it informs the SeS (7), who forwards the message to
the CM indicating the access information to that VM. At this point, the CM can submit the task to
the newly created VM as described in Section 3.3 (8). From this moment, the task is executed in
a VM, which is being monitored by the AM in order to detect SLA violations (9). If this occurs,
the AM requests more resources to the RM (10), trying to solve the SLA violation locally to the
node (11). However, if the SLA violation cannot be solved locally, the AM informs the CM about
this situation (12). In this case, the CM should ask the SeS to attempt to find a global solution for
the SLA violation. This can include the modification of the minimum allocated resources for the
tasks running in the node where the SLA is being violated or the migration of one of these tasks to
another node.

3. USING SEMANTICS FOR SCHEDULING

The introduction of semantics in Grid consists of adding computer-processed meanings to Grid
metadata. It is useful for getting better result in queries and searching algorithms, improving the
interoperability and making easier the automatic process of data. The semantic annotation of meta-
data associates the values of the metadata with concepts (classes) expressed in ontologies. These
ontologies can be used to translate the names of properties from a language (or schemas) used
by a provider to another one used by a client or another provider, making easy the interoperation
between different users and providers. Additionally, the relation between concepts described in
the ontologies can be used to infer new metadata, which produce better results when making a
semantic query. For instance, if you make a query for getting all the animals without semantics
you only get the results with the tag animal. However, using semantics you would get also results
for cats, dogs,. . . because they are subclasses of animal in the ontology. The same could apply to
Grid resources: each system, provider, or customer can describe the type of resource in different
ways. They can refer to the processor as CPU or maybe with the type of architecture, such as x86,
PowerPC, . . . . Machines that process these data could interpret them as different concepts. For this
reason, if we do not use the semantic meaning during the resource selection and scheduling, we
could miss some suitable solutions.
Ontologies are useful for reasoning with classes and properties, in order to classify semantic

descriptions on instances of the ontology classes according to the properties. However, they are
not able to reason about the values of the instances. Rule reasoning fills this gap. Rule engines
evaluate a set of rules over a semantic model generating or modifying metadata or performing
some actions when the rule conditions are satisfied. We consider that resource allocation policies
could be expressed as rules. Consequently, using ontologies, semantic descriptions and rule engines
we could build an interoperable and easily extensible resource allocation system, where adding or
modifying policies only implies loading or removing new rules to the rule engine. The following
sections describe how semantic technologies are used in the resource allocation process, extending
the work introduced in [6].
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Figure 3. Ontology for resource allocation.

3.1. Semantic model

The ontology of the SERA is based on the work presented by Smith et al. [7]. It describes agents,
activities (a.k.a. tasks), resources, and relations between them to describe how the usage of provider’s
resources by the requester’s tasks can be coordinated. The description of activities and the relations
between them (dependencies) provide a way to describe simple tasks or complex processes as
workflows. The agent class describes the main roles in the coordination. Agents can be defined as
providers that own the resources, and that describe clients that request execution of tasks in resources.
This ontology is very useful for our prototype because it provides us the general definition of our
resources, including the properties to describe how they can be shared (e.g. clonable, consumable,
sharable, etc.), a basic description of clients’ tasks and the mapping of the CM and RM into requester
and provider agents.
In addition to this ontology, there has been some previous work focused on how to model

computing resources such as the Grid Resource Ontology (GRO) [8], the GLUE Schema [9], and
the DMTF’s Common Information Model [10]. Despite of making a detailed model of resources,
they do not look in deep into the relationship of resources with tasks, and we have preferred to
extend and change the coordination ontology in order to convert it into a suitable ontology for
resource allocation. These modifications are depicted in Figure 3.
The first required extension was the addition of a set of Grid resources that can be contained in

a Host‡. For this initial prototyping purpose, we have selected a set of simple resource subclasses
that are common in the above-mentioned resource models (GRO, Glue, CIM,. . . ). We keep open
the possibility of extending these classes in the future. We have basically defined a set of Hardwar-
eResources (such as CPU, Memory, Disk, and Network), Software that is used in Images and Files,

‡In this context, Host refers to a node in the Grid.
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which are stored in Disks. All of these resources are contained in Hosts, which are entities that
execute Tasks. We have also extended the Agent class to support business parameters (such as the
customer’s priority property). Additionally, we have defined the ResourceManager and the Client-
Agent agent as Provider and Requester agents. The different ResourceManagers are the owners of
the provider’s resources, and the ClientAgents are the actors of the Tasks.
The most important change in the original ontology is the Task class description. The original

class requires a single instance of Resource. However, in our case this resource instance is unknown
because our resource allocator tries to find the best resources for each client task. In our case,
the requires property in the Resource Allocation Ontology contains a set of TaskRequirements,
which describes the required resources of a client task. This includes HardwareRequirements (e.g.
required CPU, amount of memory, network bandwidth, etc.), SoftwareRequirements (e.g. required
operating system, libraries, etc.), and DataRequirements (e.g. required input files and the output
files). Hardware and SoftwareRequirements are used to look for suitable resources to execute the
task while DataRequirements are used for describing dataflow and detecting data dependencies and
exploiting data locality by running in the host that already contains the required files. Finally, the
proposedHosts and scheduledAt properties have been added to the task description to store hosts
that fulfil the requirements and the selected host to execute the task.

3.2. Annotation of semantic descriptions

Semantic annotation consists of describing the relevant metadata of Grid entities in a machine
processable way such as the RDF language [11] following the model described by ontologies. The
interesting semantic annotations for this initial prototype are the resource, task, and client properties.
They are annotated following the Resource Allocation Ontology described in the previous section.
Once the description is annotated semantically, this annotation is bound to the correspondent Grid
entity and ontology, creating a Semantic Binding as described in S-OGSA [12], and registered
at the SMR.
Note that the semantic annotation is not an easy work. Moreover, RDF language is not very

human friendly and the usage of semantic annotation should not require an additional management
for clients or system administrators. Therefore, this annotation should be performed automatically
and transparent to the user. In the SERA, the CM and the RM are in charge of performing the
semantic annotation. Next paragraph explains how they achieve this task.

3.2.1. Getting resource descriptions

During the machine boot time, the RM deploys an agent whose first task is to collect the information
required to fill in the semantic resource description. It can be obtained from the output of some
Operating System commands or files, or by parsing the data provided by a resource monitor such
as Ganglia [13]. In our case, the RM parses the data extracted from the XML streams provided
by the Ganglia Monitor and creates RDF description for each resource according to our Resource
Allocation Ontology (see Section 3.1). Figure 4 shows the RDF file created by the RM. There, three
types of descriptions can be distinguished: theHost description that represents a computational node
of the Grid, the description of resources contained by the Host, and the RM description, which
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Figure 4. RDF description of resources.

includes the address to contact him. Note that the rdf:type primitive is used to link the descriptions
with their semantic meaning defined in the Resource Allocation Ontology. Therefore, a semantic
aware component who has access to this ontology could understand this description. Finally, the RM
makes the semantic description accessible for the other components using the SMR capabilities.
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Figure 5. RDF description of client’s tasks.

3.2.2. Getting task and client’s descriptions

Regarding the semantic annotation of tasks, the CM gets the task description provided by the
client (JSDL file and the SLA agreement) and creates an RDF graph that describes this client
task. Figure 5 shows an example of RDF description for a task. For each kind of requirement, a
new RDF description of the TaskRequirement class is created. The requires property links each
task requirement with their task description. Most of the hardware requirements are extracted
parsing the SLA agreed upon between the client and the service provider, which usually specifies
the CPU performance or the quantity of memory or disk space. Additionally, the CM also adds
other scheduling time constraints that must be taken into account during the resource allocation
process such as the deadline. Other important information that could be useful for the allocation
is the description of the client requesting the execution of the task. We assume that the client and
the service provider have previously agreed upon a contract and, based on the historical client data,
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Figure 6. SPARQL query extracted from task requirements.

the provider’s administrator will assign a priority for this client. This information is also semantically
annotated in an RDF graph, which is also linked to client task by means of the actor property.

3.3. Selection of candidate resources

The selection of the candidate resources is the process to find the resources that fulfill all the
hardware and software requirements. The list of requirements extracted from the requires property
of the Task is serialized by the CM in a SPARQL [14] format and it is included in a semantic query.
Figure 6 shows an example of the semantic query created by the CM. This figure is the result of
parsing the requirements of the RDF task description depicted in Figure 5.
Once the CM has built the query, it is submitted to the SMR who evaluates the requirement on

the semantic descriptions associated with the Grid resources. As a result of the query, the SMR will
return to the CM the Uniform Resource Identifier (URI) of the Grid nodes that satisfy the query.
The URI is the parameter that the RDF uses to link different triples. In this case, the candidate’s
URI links resources with task descriptions using the proposedHosts property. After that, client,
task, and resource descriptions are linked in a single RDF graph and the SeS is able to infer a time
slot to run the client task.
Once the graph is ready, the CM sends a scheduling request to the SeS that will later notify if

the task has been successfully scheduled. If the answer is positive, the CM remains waiting until
a new notification is received informing that the VM is ready and that the task can be executed in
a given machine. This task execution is performed by means of the Globus Toolkit 4 (GT4) [15]
deployed in each VM. The GT4 is configured during the VM creation and started at the VM boot
time, in such a way that the CM can easily submit the task to the VM and check its state using the
GT4 interface.
If the SeS is not able to find a machine/time slot to execute the task, the CM will decide upon

what to do, considering factors such as the task owner and the task deadline. For instance, it could
decide to resubmit the task with different resource requirements. The CM also reacts when an SLA
violation occurs and it cannot be solved locally. This is further explained in Section 5.

3.4. Semantic Scheduler (SeS)

The SeS is a proof of concept of reasoning using semantics and rule system (also known as Horn
Logic) providing an extensible way to schedule tasks. A rule is defined as a Horn clause in the form
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Figure 7. Semantic Scheduler architecture.

as A1, . . . , An → B, where Ai and B are atomic formulas, and means that if A’s are true, then B
is also true. As overview, the semantic scheduling proposed in this paper consists of a rule engine
that infers a task scheduling from the metadata described semantically, evaluating a set of rules
that define the scheduling policies. The SeS has been developed using the inference capabilities
provided by the Jena 2 Semantic Web Framework [16]. Jena 2, which was developed by the HP
Labs, provides several APIs to manage the semantic languages and different inference and rule
engines. Its main advantage from other frameworks with rule engines (i.e. JESS [17], CLIPS [18],
Drools [19], . . . ) is that its reasoning engines are fully integrated with the W3C recommendations
(RDF(S) [20], OWL [21], . . . ). This facilitates the use of the framework because neither translators
nor glue codes are required, and it can be combined with other reasoners (such as Pellet [22]).
Additionally, it also provides a framework to extend its Rule Language defining new built-ins (rule
extensions written as application code).
Figure 7 shows the architecture of the SeS. There, we can see the main classes of the SeS and

the actions performed to get the scheduling conclusions. The Scheduler Agent is composed of two
behaviors, which implement the main interaction with other components. The Scheduling Behavior
processes the scheduling requests sent by the CM, meanwhile the Execution Behavior monitors the
scheduling decisions stored in the Job Queue and starts the process of VM creation when the start
date of scheduled tasks arrives. Additionally, the SeS is also composed of a Jena 2 Rule Engine
Reasoner that performs the semantic reasoning. Regarding the actions performed by the SeS to get
the scheduling conclusions, first, it obtains the updated semantic information. Then this information
is processed by a set of rules, and finally the conclusions are stored in the Job Queue, updated to the
knowledge base and the interested components are contacted to notify the results. The following
paragraphs give more details about these tasks.

3.4.1. Get the required semantically enriched metadata

All necessary metadata for the scheduling process are fetched from the SMR. Basically, the SeS
requires the semantic description of all hosts, tasks which are currently running or scheduled and
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the actors of these tasks (where the business parameters are described). All this information is
requesting the invoking of a special method of the SMR for getting Semantic Bindings that fulfill
a WHERE clause in the SPARQL format. In this case, this WHERE clause included is used to get
the aforementioned semantic descriptions. The SeS inspects the method response and extracts RDF
graph from each Semantic Binding and creates a Jena 2 Graph with all of these RDF descriptions.
This Jena 2 Graph is going to be used to infer the scheduling conclusions.

3.4.2. Inference

Once the SeS has loaded the required descriptions in the Jena 2 graph, it is linked to the Resource
Allocation Ontology and a rule engine with some Jena 2 Rules attached. Then, the SeS is able to
reason with the semantic meaning provided by the ontology and logic provided by Jena 2 rules.
The Jena 2 Rule Support provides a rule language to describe rules. It also contains a framework
to develop auxiliary built-ins to complement the Jena 2 rules. A Jena 2 built-in is a Java method
that can be invoked during the rule evaluation or as a rule conclusion. It can access to the metadata
contained in the rule variables (words started with a question tag) as well as method of other Java
classes. Built-ins are useful to develop reactive rules that are able to act when a rule is fired or to
make complex evaluation of variables in the body of the rule. Finally, Jena 2 also has predefined
built-ins to perform common variable evaluations or comparisons.
The scheduling policies can be implemented using these Jena 2 rules. The body of the rule must

define the desired facts to schedule a task and the required actions to perform the scheduling of
this task. Following this schema, three simple rules and several built-ins have been implemented
for this prototype. They have the purpose of validating our method of semantic scheduling. The
following paragraphs show how these rules have been implemented.

• Rule 1: First Come First Serve. This rule evaluates the availability of a time slot for the
requested task in a candidate host (see Section 3.3) using the FCFS algorithm. Figure 8. rule1
shows how this rule has been defined. This rule uses two built-ins. The noValue built-in is a
predefined built-in that returns true if the value of a property does not exist. On the other hand,
the hasSlotFCFS built-in is implemented to look for a time slot in a host with the required
hardware and software requirements available. This built-in is evaluated for each task and host
that fulfills the other facts and it returns true or false depending on if a time slot is found for
the requested task on this host or not. If the result is true, the rule will fire the execution of
the head of the rule that assigns the task to the time slot found by the hasSlotFCFS built-in.

• Rule 2: Task reallocation. If Rule1 cannot find any time slot, Rule2 tries to move scheduled
tasks (not already running) from the scheduled host to another proposed host in order to find a
slot for the new task. Figure 8. rule2 shows the second rule implementation. In this case, we use
two new built-ins. The collides built-in evaluates if the scheduling of one task collides with the
possible time slots of a requested task. The checkReallocation built-in tries to find a time slot
for the scheduled task in another task slot following a similar procedure as in the hasSlotFCFS
built-in. If both built-ins return true, the rule is fired and the requested task is scheduled in a
time slot released by the task that has been rescheduled in another of its proposedHosts.

• Rule 3: Less priority task cancellation. Finally, if Rule2 is not able to find a solution, Rule3
(Figure 8. rule3) tries to cancel scheduled tasks with less priority than the new one. This rule
uses a built-in implemented to compare the priority of the two different tasks.
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Figure 8. Set of rules evaluated by the Semantic Scheduler.
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Rules described above are loaded into the rule engine attached to the Jena 2model that contains the
semantic description. When the rule engine and the model are loaded, the SeS starts the evaluation
of the rules that will allocate the client task in one of the selected candidate hosts.

3.4.3. Interpretation of results

After the inference process, the Jena 2 model gives back a deductions graph as a result of the rule
evaluation. It contains changes in the original graph. These changes can be mapped as changes
in the state of the system and, according to the rule definitions, these changes mean that a task
has been scheduled, rescheduled, or canceled. The SeS gets all necessary information about the
updated tasks evaluating the deductions graph. Afterwards, all the affected data are updated to the
corresponding Semantic Bindings bymeans of the SMR. In addition to this update, task cancellations
and rescheduling of tasks must be notified to the other CMs.

4. MANAGING VIRTUALIZED RESOURCES

The RM manages the execution of clients’ tasks according to the resource allocation given by the
SeS and the task requirements. The RM is composed of its corresponding agent and core. There
is one RM instance per physical machine in the service provider. Once the RM is created and
fully started, it waits for requests from the SeS. When a new request arrives, the RM checks if
it is possible to create a new VM with the specified features and it informs the SeS about the
success/failure of this operation. Virtualization in our system is supported by using Xen [23].

4.1. Management of VMs lifecycle

In our system, each application is executed within a dedicated VM. An application can be composed
of a single task or a collection of tasks that are subject to the same SLA. For creating a new VM,
the following steps are required on each node: downloading the guest operating system in packaged
form (a Debian Lenny through debootstrap for this prototype; around 100MB of data), creating an
image with this base system installed (the size of the image is 750MB, from which the base system
uses 430MB), copying extra software needed by the client in an image (its size is 500MB) that
will be automatically mounted in the VM, creating home directories (its size is 100MB) and swap
space (its size is 256MB), setting up the whole environment, packing it in an image, and starting
the VM. Once the VM has completely started, the guest operating system is booted. After this, the
additional software needed by the client needs to be instantiated (if applicable). These phases can
be appreciated in Figure 11, which is presented in Section 7.
From this description, one can derive that this process can have two bottlenecks: the network (for

downloading the guest system; around 100MB of data) and the disk (for copying extra software
needed by the client and creating all the needed images, namely base system, software, home, and
swap; nearly 1.6GB of data). The network bottleneck has been solved using a caching system
per node that creates a default image of the guest system with no settings when it is downloaded
for the first time. Then, this image is copied for each new VM created in that node. This almost
eliminates the downloading time (base system is only downloaded once per node and can be reused
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Figure 9. Surplus resource distribution.

for each new VM in that node), but contributes to the disk bottleneck. The disk bottleneck has been
solved by adding a second caching system per node that periodically copies the default base system
image and the images with the most commonly used software to a cache space. When a new VM
is created, the RM just needs to move these images (just an i-node change) to the final location.
Using both caching systems, the complete creation of a VM has been reduced from up to 40 s to
an average time of 7 s. More details about the VM creation times are given in Section 7.
Additionally, our proposal includes a data repository, which allows storing the VM images used

by each customer. These images can be later reused for creating new VMs. See [24] for more details
on this.
Furthermore, when a task finishes or the SeS decides that this task should be rescheduled or

canceled, the VMmust be destroyed. This includes killing the associated AM, and the redistribution
of the resources freed by this VM among the other VMs (see Section 4.2).

4.2. Resource distribution among VMs

The RM is also responsible of distributing the provider’s physical resources among the VMs. The
goal is to maximize physical resources utilization, while fulfilling the SLAs. In order to accomplish
this, the SeS provides the RM with two parameters for each VM, namely the minimum resource
requirements of the VM and the initial priority of this VM, which corresponds to the priority for
the service provider of the customer executing in this VM (e.g. Gold, Silver, etc.).
For each VM, the RM guarantees that its minimum resource requirements are met during the

whole VM lifetime. Surplus resources that are not allocated to any VM are dynamically redistributed
among VMs according to their resource usage and the fulfillment status of the SLAs (as shown
in Figure 9). In this way, the applications can be provided with better service and the provider’s
resources are fully exploited.
The surplus resources are redistributed among the VMs according to their dynamic priority. This

priority initially corresponds to the priority set by the SeS and can be dynamically increased by the
AM to apply for more resources if the SLA is being violated. Any dynamic priority change induces
the RM to recalculate the resource assignment of the VMs according to the following formula
(where R(i) represents the resources of a client i and pi is the priority of client i) and bind the
resources to the VMs. This allocation process is totally transparent to the tasks running on the VMs.

Rassigned(i)= Rrequested(i) + pi
∑N

j=0 p j
· Rsurplus

The current implementation is able to manage CPU and memory resources. CPU management
is straightforward by using the Xen Scheduler credit policy. This policy allows specifying the
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maximum amount of CPU assigned to a VM by defining scheduling priorities. For example, in a
platform with four CPUs (i.e. 400% of CPU capacity) and two VMs, one with a priority of 6 and
the other with a priority of 4, the first will take at most the 240% of CPU, while the other could take
at most the remaining 160% of CPU. The scheduling priorities can be set using the XenStat API.
On the other hand, there are some limitations for dynamic memory management using VMs. In

Linux systems, the mapping of physical memory is done at boot time when the page table is created.
Once the guest system has booted, if the amount of memory allocated to the VM is reduced, the
guest system is able to adapt to this reduction automatically. Nevertheless, when assigning to the
VM more memory than the initially detected by the guest system, Linux cannot make it available
to the user. It would be necessary to restart the guest system to make all this memory available. For
example, if 4GB of memory is assigned to a VM at boot time, and its memory assignment is reduced
later to 2GB, the guest system is able to adapt and offer these 2GB of memory. Nevertheless, if the
memory assignment is increased to 6GB, the guest system is only able to offer 4GB to the tasks
running on that VM. In order to overcome this limitation, the RM creates all the VMs with the
maximum amount of memory that is not allocated to any VM, and then it immediately reduces the
amount of allocated memory to the value indicated by the SeS. In this way, the page table of
the guest system is sized according to the maximum possible value.

5. SLA FULFILLMENT

The AM has two main responsibilities. On one hand, it enables the execution of the task into the
VM created by the RM explicitly for this task. This is done by means of the GT4 deployed in each
VM. On the other hand, the AM is in charge of monitoring the resources provided to and used by
the VM ensuring the fulfillment of its SLA. There is one AM instance per application running in
the service provider; thus, several AM instances can exist per physical machine.

5.1. SLA description

Each application has its own SLA, described in XML using both WS-Agreement [25] and WSLA
[26] specifications, as suggested in TrustCoM [3] to get the best results. The SLA characterizes
the agreed QoS between the customer and the provider using a set of service-level metrics (e.g.
throughput, response time, availability, etc.). However, the component in charge of deriving the
resource requirements needed to fulfill these service-level metrics has not been implemented within
BREIN yet. For this reason, in order to test the viability of our proposal, in this prototype we
use a proof-of-concept SLA that directly defines two simple resource-level metrics: the amount of
memory used by an application and a performance metric that intends to compute the real CPU
usage of an application. This performance metric for the CPU usage is defined as (UsedCPU/100)·
CPU frequency. An application will have the amount of cycles/s specified in the SLA, whereas
it uses all the assigned CPU. If the application is not using all the resources, then the SLA will
be always fulfilled. The SLA will be violated only when the application is using all the assigned
resources and these resources are not enough. Notice that this metric assumes that the pool of
machines is homogeneous (as occurs in our testbed). We believe that this is acceptable in a proof-
of-concept prototype. The next version of the prototype will support heterogeneous machines.
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The evaluation of SLA metrics can be highly influenced by the inaccuracy when measuring and
the variability of the measures. When this occurs, the evaluation of the SLA metrics can depend
more on how and when they are measured than in the metrics themselves. For this reason, when
defining SLA metrics, it is desirable that they can be defined through average values. This can
be accomplished using the capabilities of the above-mentioned SLA specifications, which allow
defining the window size of the average (i.e. the number of measures used to calculate the average)
and the interval between two consecutive measures. The following code gives an example showing
how we have used these capabilities in our SLAs. Notice that we have defined a window size of 10
and an interval of 2 s.

...
<wsla:Schedule name=‘twoSecSchedule’>
<wsla:Period>
<wsla:Start>

2005-12-31T00:00:00
</wsla:Start>
<wsla:End>

2008-12-31T00:00:00
n</wsla:End>

</wsla:Period>

<wsla:Interval>
<wsla:Seconds>2</wsla:Seconds>

</wsla:Interval>
</wsla:Schedule>
...
<wsla:Metric name=‘average_process_Cpu_Load’

type=‘double’ unit=‘percent’>
<wsla:Source>
Application_monitor

</wsla:Source>
<wsla:Function resultType=‘double’
xsi:type=‘wsla:Mean’>
<wsla:Metric>
process_cpu_time_serie

</wsla:Metric>
</wsla:Function>

</wsla:Metric>

<wsla:Metric name=‘process_cpu_time_serie’
type=‘double’ unit=‘percent’>

<wsla:Source>
Application_monitor

</wsla:Source>
<wsla:Function resultType=‘TS’
xsi:type=‘TSConstructor’>
<wsla:Schedule>
twoSecSchedule

</wsla:Schedule>
<wsla:Metric>
process_Cpu_Load

</wsla:Metric>
<wsla:Window>10</wsla:Window>

</wsla:Function>
</wsla:Metric>
...
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5.2. SLA monitoring

The AM includes a subsystem for monitoring the resource usage of the tasks, which receives the
requests of the Direct Measurer component (see next section) in order to get the values needed for
calculating each SLA metric in the specified measurement intervals. The monitoring subsystem is
implemented using daemons running in the Xen Domain-0. There is one daemon per VM, which
obtains all the information referent to this VM (such as CPU, memory, disk, and network usage)
via XML-RPC calls to the Xen API [27].
These daemons cannot run inside the VMs for two reasons. First, doing this would consume

part of the assigned resources to the task execution, charging to the customer the cost (in CPU and
memory) of this monitoring. Second, the monitoring system cannot take real measures inside the
VM: this can be only accomplished by measuring from the Xen Domain-0. We have tried other
monitoring options (e.g. Ganglia [13]), but since they do not have explicit support for virtualization,
the obtained measures were not correct.

5.3. SLA enforcement

The described proposal assumes that the SLA negotiation between the customer and the provider
has been carried out previously, being our prototype responsible for guarantying the fulfillment of
the agreed SLA by means of adequate resource allocation. The agreed SLA is attached to the task
execution request that reaches the RM. This SLA is assigned to the AM that monitors the VM
where the task is going to run.
The agent within this AM executes the SLA enforcement cycle shown in Figure 10. Notice that,

the needed reactiveness to SLA violations can be easily accomplished using agent behaviors. Since
the cycle has a period of 1 s, this forces the interval between two consecutive measures of each
metric in the SLA (see Section 5.1) to be at most 1.
The Direct Measurer component gets the resource usage values from the monitoring subsystem

described in the previous section, controlling the measurement intervals for each metric in the

Figure 10. SLA enforcement cycle.
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SLA and ensuring on time refresh of the measures. When new values feed the Measurer Sched
component, it checks if any of them has updated its value (Any Change activity in Figure 10).
In this case, the Measurer Sched recalculates the top-level metric defined in the SLA using the
new resource usage values (Recalculate SLA activity in Figure 10). Then, it compares the result
with the agreed value specified in the SLA (Evaluate SLA activity in Figure 10). If the SLA is
fulfilled, theMeasurer Sched continues with the next iteration; otherwise, the SLA violation protocol
starts.
The first step in the SLA violation protocol is to request more resources to the RM (by increasing

the VM dynamic priority). If the node has surplus resources that have been distributed among
the VMs running in that node, the RM will redistribute them considering the new value of the
dynamic priority of the VM that is violating its SLA (as described in Section 4.2) and the SLA
cycle will start again. If all the physical resources are already allocated, the AM will contact the
CM to communicate the SLA violation. When the CM receives this notification, it asks the SeS
to attempt a global solution for the SLA violation taking into account the customer’s priority and
the task deadline. This is part of our ongoing work, but possible actions include the modification
of the minimum allocated resources of tasks running in the node where the SLA is being violated,
the migration of one of these tasks to another node or the prosecution of the execution besides the
SLA violation (if this is acceptable for the customer and the provider).
Notice that, since the RM always guarantees the minimum amount of resources specified by the

SeS when it requests the creation of a VM, the SLA can only be violated when this minimum
amount of resources are not enough to fulfill the SLA. This can occur when running an application
with variable resource requirements along time (e.g. a web server), which receives an unexpected
workload, or as a result of an error in the SeS inference process for estimating the resources. The
latest situation has been assumed in Section 7 to test the functionality of the SERA.
Using the adaptation mechanism described in this section, the system is able to manage itself

avoiding as much as possible the SLA violations. Of course, more intelligence could be applied in
this part. For example, we are planning to incorporate economic algorithms taking in account the
penalizations for SLA violation, in order to get the best configuration in terms of profit.

6. EXPERIMENTAL ENVIRONMENT

The main technologies used in the prototype include the Jena 2 framework [16] for supporting
inferences and the management of the semantic metadata; Jade [28] as the agent platform; and the
Ontokit [29], which is a Semantic OGSA implementation [12], for implementing the SMR. The
Ontokit consists of a set of services for storing and managing semantic descriptions associated
with Grid Resources. The default distribution of this framework is a centralized approach based
on Sesame [30]; however, it can be also distributed across a P2P network using DHT to avoid
scalability problems as has been done by Kaoudi et al. [31] and Gao and Qiu [32]. Finally, the
ontology has been edited in Protégé [33] using the Ontology Web Language (OWL) [21] and Xen
[23] is used as virtualization software.
Our experimental testbed consists of three computers. Two of them are used as RMs, namely a

64-bit architecture with 4 Intel Xeon CPUs at 3.0GHz and 10GB of RAM memory and a 64-bit
architecture with an Intel Xeon CPU at 2.6GHz and 4GB of RAM memory. Both systems run
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Xen 3.1. The other computer hosts the SeS, the CMs, and the SMR, and it is a Pentium D with two
CPUs at 3.2GHz with 2GB of RAM. All the machines are connected through a Gigabit Ethernet.
Most part of the software is written in Java and runs under a JRE 1.5, except the scripts that

manage the creation of the VMs, which are written in Bash script, and some libraries used for
accessing Xen, which are in C.

7. EVALUATION

This section presents a comprehensive evaluation of our proposal, which includes the quantification
of the time needed to create a VM, the overhead introduced by using semantic technologies, and
a proof-of-concept experiment to demonstrate the functionality of the whole SERA prototype. The
applications used in the experiments simulate scientific applications with high CPU consumption.

7.1. VM creation evaluation

This section provides some indicative measurements about the time needed to create a VM and
make it usable for a customer’s application, demonstrating the benefit of using our two cache
systems to reduce the VM creation time compared with the default approach. These measurements
are summarized in Table I.
As described in Section 4, if caching systems are not used, we must download the guest system

packages (around 100MB of data), which takes 88 s, and create a default base system image by
installing these packages, which takes 68.4 s. When using the first caching system, this is done once
per node and the image can be reused for creating each new VM in that node just by copying it. This
copy takes 45 s. In both cases, the creation of the VM image requires also creating the software and
the home and swap images, which takes 13.9 and 13.7, respectively. The second caching system
pre-copies all these images (base system, software image, home and swap). This allows creating a
full VM image in only 2.3 s. Notice that, once the image is ready, it must be loaded, which needs
around 4.4 s. According to this, the total time needed in our system to have a full configured VM
started when taking advantage of the two caching mechanisms is less than 7 s.
Nevertheless, the above VM creation time does not include the time that is needed by the guest

operating system to boot and be available to the user. In addition, the time needed for instantiating
the installed software must be also considered. All these times can be appreciated in Figure 11,
which shows the CPU usage of a given VM during its whole lifetime (from the VM creation to the
VM destruction), including also the CPU consumption of the Xen Domain-0. In this figure (and

Table I. VM creation times.
Action No cache One-level cache Two-level cache
Download base system 88.1 — —
Create base system image 68.4 — —
Copy base system image (cached) — 45.2 2.3
Copy software image (cached) 13.9 0
Create home and swap 13.7 0
Load image 4.4
Total time for running an image 184.6 77.2 6.7
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Figure 11. VM lifecycle.

in the rest of the figures showing CPU usage measurements), the amount of CPU allocated to the
VM is quantified using the typical Linux CPU usage metric (i.e. for a computer with four CPUs,
the maximum amount of CPU will be 400%).
As shown in Figure 11, during phase A, the XenDomain-0 creates the VM. This spends almost one

CPU. During phase B, the guest operating system is booted (first peak in the CPU usage graph) and
then GT4 is started, which includes certificates creation and deployment of the container (second
peak in the CPU usage graph). At this point, the customer’s task can be submitted, executing
during phase C. Finally, during phase D, the Xen Domain-0 destroys the VM. Notice that the CPU
consumption of the Xen Domain-0 is only noticeable during the creation and destruction of the VM.
The results in this figure confirm that the creation of a VM takes around 7 s, while booting the

guest system and starting GT4 take around 30 s. According to this, the full creation of the VM
takes around 37 s (from the moment that the RM receives the request to the moment when the VM
is fully functional and the customer’s task can be executed). In addition, VM destruction takes 6 s.
Notice that since our system is intended for the execution of medium and long running tasks (with
running times ranging from minutes to hours or even days), the overhead incurred by providing
each task with a VM (mainly in the creation and destruction of the VM) is not significant.

7.2. SLA-driven resource distribution

This section describes a real demonstrator that shows the functionality of our prototype, demonstrat-
ing how resources are dynamically reallocated among applications and how the system is able to
detect and resolve an SLA violation from one of the applications and reallocate resources (memory
and CPU) until all the SLAs are fulfilled. The case assumes a total of seven tasks sent to a provider
composed of two RMs (RM1 and RM2). Table II describes for each task: its type (a Tomcat server
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Table II. Description of tasks.

ID TASK REQ (%) CON DUR (min) DLN PRI

1 Tomcat server 105 min* 20 — M
2 HPC applic. 105 190% 20 — M
3 HPC applic. 105 105% 20 — M
4 HPC applic. 100 50% 20 — M
5 HPC applic. 100 100% 20 00:60 L
6 HPC applic. 400 400% 20 00:40 L
7 HPC applic. 100 100% 20 00:40 M
8 HPC applic. 300 300% 20 00:60 H

min∗ represents the minimum CPU consumption needed to maintain the Tomcat server running without receiving
requests.

or a CPU-consuming HPC application), its requested CPU (i.e. the value indicated in the task
descriptor) (REQ), its real CPU consumption (CON), its duration (DUR), its deadline (if specified
in the requirements, DLN), and the priority of the customer running this task (PRI). Deadlines are
specified assuming that the initial time of the experiment is 00:00. Priority has been categorized as
High (H), Medium (M), and Low (L). For simplicity, figures focus on the CPU.
The top four plots in Figure 12 show the allocated CPU, the real consumed CPU and the SLA

threshold (the agreed CPU metric in the SLA, which is indicated using a horizontal line) for the
first four tasks executed in the test as a function of the time (in seconds). If at any moment the
consumed CPU is the same than the allocated CPU and this value is lower than the SLA threshold
then the SLA is being violated. The SERA will guarantee that the allocated resources to each task
are over its SLA threshold, but only if the task uses all its allocated resources. Otherwise, the SERA
is free to assign only the amount of resources that the task uses. Finally, the fifth plot corresponds
to the consumed CPU by the Xen Domain-0 for both RM1 and RM2, and it shows the CPU costs
of creating and destroying VMs and of reallocating resources among them.
Task1, which is a Tomcat server requesting 105% of CPU, is launched at the beginning of Zone

A in Figure 12. It must be executed on RM1 because RM2 can only execute jobs of less than 100%
of CPU. Task1 is immediately scheduled and sent to RM1, which creates a VM allocating the
whole 400% of CPU to this task (105% required and 295% as surplus resources). Task2 requires
105% of CPU, and it is also scheduled on RM1. This second task represents a special case: we
have forced an error when estimating the minimum amount of resources needed to fulfill the
SLA, in such a way that they are not enough to fulfill the SLA. In this case, the task is an HPC
application that consumes 190% of CPU, while the task descriptor indicates a request of only
105% of CPU. Task2 is started with 200% of CPU (105% requested and 95% surplus), while Task1
surplus is downgraded to 95% of CPU. This fact can be appreciated in the middle of Zone A in
Figure 12.
At the end of Zone A, Task3, another HPC application, which requests 105% of CPU and

consumes 105%, arrives at the system. Again, the surplus of the host is distributed between the
three tasks being executed. This results in an assignment of 133% of CPU for each running job.
Since Task2 really requires 190% of CPU, an SLA violation arises (the CPU allocated to Task2 is
lower than the SLA threshold) and its AM is forced to ask for more resources to the RM1. The
steps in the allocated CPU, which can be appreciated in Zone B, correspond to the evolution of the
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Figure 12. Tasks CPU allocation.

CPU assignment to each VM until all tasks fulfill their SLAs. After the CPU reallocation, Task2
has an assignment of 190% of CPU and Task1 and Task3 of 105% each.
At the beginning of Zone C, Task4, which requests 100% of CPU and really consumes 50% of

CPU, arrives at the system, being scheduled in RM2. From this moment, only a task requiring less
than 85% of CPU can be allocated in the system. Tasks demanding more resources will be queued
in the SeS queues until the resources become available.
The next four tasks (Task5 to Task8) are used to exemplify how the SeS reschedules tasks between

different RMs. These tasks arrive at the system at Zone C, but we cannot see any CPU consumption
from them in Figure 12 because they are initially queued and will be executed in a time–space out
of the figure scope. When Task5 arrives, since it requests more than the available 85% of CPU,
it is scheduled into RM1 queue (see Table III(a)). Task6 has a closer deadline than Task5, which
forces this task to be scheduled for execution at least right after the current running tasks (note
that we do not interrupt already running tasks). Since Task6 requests 400% of CPU, it cannot
be scheduled into RM2. But RM1 cannot accomplish Task6 deadline unless the SeS reschedules
Task5 to RM2 (see Table III(b)). Task7 has the same deadline as Task6, thus the previous reasoning
applies again. Task5 is rescheduled after Task6, and Task7 is scheduled into RM2 queue (see
Table III(c)). Task8 serves to demonstrate task cancellation. Task5 and Task8 have the same deadline
and Task8 must be scheduled in RM1 because it requests 300% of CPU. In order to accomplish
Task8 deadline, the SeS cancels Task5, since it has less priority than Task8 (see Table III(d)). This
does not mean that Task5 will not be executed, but that a new scheduling cycle should be started to
schedule it.
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Table III. Task rescheduling.

(a) (b)

RM1 RM2 RM1 RM2
Task5 Task6 Task5

(c) (d)

RM1 RM2 RM1 RM2
Task6 Task7 Task6 Task7
Task5 Task8

7.3. Semantic reasoning overhead

This section provides some results that serve to evaluate the performance of using semantics for
selecting candidate resources as well as scheduling tasks on these resources.The first action is
performed by the CM and the second one is done by the SeS. Results have been obtained by
increasing the number of submitted tasks and resources. It simulates how these components would
behave in different conditions. First tasks check the performance when the system is almost empty,
meanwhile the latest tasks will be to test the system in stress conditions. We have measured how long
the CM or SeS takes to achieve different actions where the management of semantics is involved.

7.3.1. Candidate resource selection overhead

As we have seen in Section 3.3, when the CM receives a request, it creates a semantic description
with the information provided by the user, which includes the task requirements. With this require-
ment, the CM builds a SPARQL query that is submitted to the SMR to get the candidate hosts.
Once the CM has received the results, it uploads the semantic description to the SMR. The most
critical time in this process is the time to get a query. Other actions only depend on the size of the
description and their variance is not very important.
Figure 13 shows the time spent to find the candidate resources whose properties fulfill the task

requirements. It shows the time to get the response of the SPARQL query as a function of the
number of tasks in the system when there are 5, 50, and 500 hosts. As shown in the figure, the
first queries spend much more time to get the results than the other ones. This is due to Ontokit
initializations during the execution of these queries. We can also see that larger the number of hosts
in the system, the higher and more variable the query time. On the other hand, the number of tasks
in the system does not affect this query time. This occurs because these queries are only intended
to look for hosts.
After this short performance analysis and looking at the system architecture, we do not expect

serious problems associated with the candidate resource selection. Times do not grow with the
number of tasks, and the different CMs can perform the processing of the tasks in parallel.

7.3.2. Semantic scheduling overhead

Semantic scheduling has more actions where the semantic management is involved. Figure 14
shows the time spent to perform the most important actions, which includes the time to get the
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Figure 13. Semantic overhead in the candidate resource selection.

Figure 14. Semantic overheads in scheduling.

semantic descriptions (overhead for selecting descriptions query and download description), evaluate
the rules on these descriptions (inference time) and process the results and update the changes
(updating results).
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Figure 15. Time for inferring the scheduling conclusion.

The time to perform the query to get semantic bindings is not very important compared with
the other times. The time to download the semantic bindings and the time to update the results
are very similar and they are quite important when the system is not overloaded. Despite some
minor variations, the time to perform both tasks grows linearly and the bigger the number of hosts
and tasks is, the bigger this time is. Finally, we can consider that the inference time is the most
important time when we are in a stressful situation because it has the highest slope.
Figure 15 shows more in detail the time needed to schedule a task as a function of the number of

tasks in the system when there are 5, 50, and 500 hosts. The inference time includes the creation
of the data model, once the descriptions have been downloaded, and the reasoning with the rule
engine. Two different zones can be distinguished in the figure. The first one is when the resources
are not full and only the first rule is fired to perform the scheduling. The second zone is when also
the second and third rules drive the scheduling. In this second zone, the inference time is growing
faster and it is very much dependent on the number of host. The bigger the number of hosts, the
faster the inference time grows. This is also the reason because the time to infer the results in some
part of the graph is bigger for 5 hosts than 50 hosts.
Table IV shows how long the rule engine takes to reach a scheduling conclusion depending on

which rule has scheduled the tasks. As we can see, the tasks scheduled by Rule 3 are the most
expensive ones. This is normal because Rule 3 is fired after evaluating Rules 1 and 2 according to
the rule implementation. Therefore, the system will perform better if we could define rules that are
independent to each other because the rule engine will be able to evaluate them concurrently.
Summarizing the semantic evaluation, the use of semantics involves some overhead. It is mainly

spent in downloading and uploading descriptions and the inference process. All tasks together can
take few seconds in overloaded conditions. Although it is a significant value, it is acceptable when
executing medium and long running tasks (which are the target of this prototype). In addition, this
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Table IV. Time for inferring conclusions with different rules (ms).

(a) 5 Hosts

Rule 10 tasks 500 tasks 1000 tasks
Rule1 20 129 460
Rule2 21 320 985
Rule3 22 461 1312

(b) 50 Hosts

Rule 10 tasks 500 tasks 1000 tasks
Rule1 23 175 543
Rule2 25 394 1564
Rule3 26 520 2096

(c) 500 Hosts

Rule 10 tasks 500 tasks 1000 tasks
Rule1 36 347 1128
Rule2 40 912 3155
Rule3 42 1246 3956

is compensated with the enrichment of data and the flexibility to change policies only modify-
ing the rules.

8. RELATED WORK

The literature includes a considerable amount of work proposing solutions for resource manage-
ment in service providers. In particular, the primary technologies used in our proposal have been
independently used to tackle the resource allocation problem. Some of these solutions are driven by
SLAs, as in our case. For example, Bennani andMenasce [34] combine the use of analytic predictive
multiclass queuing network models and combinatorial search techniques to design a controller for
determining the required number of servers for each application environment in order to continu-
ously meet the SLA goals under a dynamically varying workload. Another example is Oceano [35],
which is an SLA-driven prototype for server farms, which enables the dynamic moving of servers
across clusters depending on the customer changing needs. The addition and removal of servers
from clusters are triggered by SLA violations. Similarly, Lodi et al. [36] present a middleware for
J2EE clusters that optimizes the resource usage to allow application servers fulfilling their SLA
without incurring in resource over-provisioning costs. This resource allocation is done by adding
or removing nodes from the cluster.
In the same way, semantic technologies have been lately of significant interest for enriching Grid

resources and services, making them machine understandable and easily interoperable [37,38].
Traditionally, Grid organizations published their resource properties and application requirements
using their own language and meanings, making interoperation more expensive. Recently the use
of semantics in Grids has been somehow standardized in the EU FP6 OntoGrid project [29], which
has proposed a reference model (i.e. Semantic OGSA [12]) consisting of a set of OGSA compliant
services for managing semantic descriptions in Grids.
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Semantic models have been also used to propose new resource allocation solutions. For exam-
ple, Tangmunarunkit et al. [39] and Neela and Kailash [40] present two different ontology-based
resource matchmaking algorithms implemented by a set of rules that identify the resources to fulfill
the requirements, while in the Phosphorus project [41] semantics is used to automatically select
resources. However, the resource matchmaking is only a part of the resource allocation and schedul-
ing problem. GraniteNights [42] is a multi-agent system that uses semantic descriptions to organize
evening plans under user constraints. Although the system performs similar resource selection and
scheduling features to those solved by our proposal (abstracting the problem), the scheduling done
in their case is static, without re-scheduling and without considering either resource usage or SLA
establishment. Our approach uses semantics in the whole resource allocation process, that is, re-
source matchmaking and allocation of tasks in the selected resources. We also consider not only
the task requirements, but also the business indicators such as the customer’s priority. Finally, we
also want to mention other interesting previous work about semantic support for scheduling and
ontologies for resource access coordination have been presented by Missier et al. [43] and Smith
et al. [7]. We have partially used their results to build our resource allocator.
Finally, some works have exploited virtualization capabilities for building their solutions. On one

hand, virtualization has been used to facilitate system administration and provide the users with
dedicated and customized virtual working environments, making more comfortable their work.
For example, VMShop [44] is a virtual management system that provides application execution
environments for Grid Computing. It uses VMPlant to provide automated configuration to meet
application needs. VMPlant also allows the creation of flexible VMs that can be efficiently deployed
(by implementing a caching-based deployment) across distributed Grid resources. In addition to
this, it is typical that these virtual environments can be scheduled among different nodes by us-
ing virtualization features such as pausing and migration, as occurs in Globus Virtual Workspaces
(a.k.a. Nimbus) [45] and SoftUDC [46]. Additionally, the latter adds an efficient shared storage
between nodes located in different locations. This project provides the capability of sharing re-
sources of different organizations and solves problems such as sharing data between separated
clusters.
On the other hand, while the above proposals deal only with the global scheduling of VMs between

nodes, other works have also used virtualization to enable fine-grain dynamic resource distribution
amongVMs in a single node. For instance, Song et al. [47] develop an adaptive and dynamic resource
flowing manager among VMs, which uses dynamic priorities for adjusting resource assignation
between VMs over a single server for optimizing global machine performance. Padala et al. [48]
introduce an adaptive resource control system (implemented using classical control theory) that
dynamically adjusts the resource shares to VMs, which contain individual components of complex,
multi-tier enterprise applications in a shared hosting environment, in order to meet application-level
QoS goals. Steinder et al. [49] take advantage of virtualization features to collocate heterogeneous
workloads on any server machine, thus reducing the granularity of resource allocation. Finally,
Govindan et al. [50] have developed a new communication-aware CPU scheduling algorithm that
improves the performance of a default Xen monitor by enabling the underlying scheduler being
aware about the behavior of hosted applications.
The use of virtualization and SOC also relates our work with Cloud computing solutions. In fact,

the SERA could be considered as a management infrastructure that can be deployed in a Cloud
provider, bringing better functionality than current Cloud solutions. The most popular is Amazon
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EC2 [51], which provides the clients with dedicated VMs when executing their jobs. Nevertheless,
it is a proprietary implementation and it does not allow controlling the low-level aspects. In order
to avoid this problem, different Cloud implementations, such as Eucalyptus [51] or Nimbus [45],
implement the EC2 API. Typically, these solutions only support a given pool of VMs images with
different capabilities that are instantiated when the client wants to use them. Nevertheless, our
approach creates a customized image from scratch according to the client’s requirements in an
efficient way. In addition, these approaches make a static allocation of the resources by assigning a
given amount of them when the VM is created. However, we provide a mechanism that re-schedules
the resources among all the VMs according to the SLAs agreed with the customers, which allows
better resource utilization in the provider.
Our work proposes a more general and extensive solution for managing service providers by

joining in a single framework the creation of application specific virtual execution environments
on demand, the global resource allocation among nodes, and the SLA-driven dynamic resource
redistribution at node level (based on the redistribution of surplus resources). Some other works
combine some of these functionalities, albeit none of them provides all our facilities. In particular,
Abrahao et al. [52] propose a dynamic capacity management framework for virtualized hosting
services, which is based on an optimization model that links a cost model based on SLA contracts
with an analytical queuing-based performance model. However, this work does not support either
the creation of VMs on demand or the two-level resource allocation. In addition, the evaluation
does not use a working implementation of the proposed system, but a discrete event simulation.
Similarly, Xu et al. [53] present a two-level autonomic resource management system for virtualized
data centers that enables automatic and adaptive resource provisioning in accordance with SLAs
specifying dynamic tradeoffs of service quality and cost. A novelty of this approach is the use of
fuzzy logic to characterize the relationship between application workload and resource demand.
However, this work does not support the creation of VMs on demand either. In addition, none of
these works semantically enhances the resources’ descriptions as done in our approach.

9. CONCLUSIONS AND FUTURE WORK

This paper has described a working prototype of a framework for facilitating resource management
in service providers, which is a part of the SERA developed within the BREIN European project.
The described solution allows reducing costs and at the same time fulfilling the QoS agreed with the
customers by supporting fine-grain dynamic resource distribution among customers’ applications
based on SLAs (encoded using a real SLA specification). The system implements a self-adaptive
behavior: each application receives enough resources to meet the agreed performance goals, and free
resources can be dynamically redistributed among applications when SLA violations are detected.
In our approach, the resource allocation process has been enhanced using emerging technologies

such as semantics, agents, and virtualization. Semantics has been used to perform the task scheduling
taking into account not only the task requirements but also business parameters, improving in this
way the reasoning possibilities. Agents have been used to coordinate the different components,
monitor, and react to possible undesired events, such as SLA violations or failures, providing the
system with self-adaptive capabilities. Virtualization has been used to build on demand execution
environments for the tasks, granting full control to them of their execution environment without
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risks to the underlying system or the other tasks. The consolidation of VMs allows better utilization
of the provider’s physical resources.
We have presented experimental results demonstrating the effectiveness of our approach. These

experiments show that application-specific VMs can be ready to be used in a short period of time
(around 7 s), although the disk can be a bottleneck during the VM creation. In addition, the evaluation
demonstrates that the SERA is able to adapt the resource allocations under changing conditions
while fulfilling the agreed performance metrics and solve SLA violations by rescheduling efficiently
the resources. Finally, using semantics has a significant overhead (between 200 and 1800ms) at the
initialization phase, while the impact on the steady state is less noticeable. We still consider this
time reasonable according to the granularity of the requested tasks.
Although current prototype has a pretty good functionality, we have started the work for trans-

lating service-level SLA metrics into resource requirements and for incorporating the pausing and
resuming mechanism for pausing tasks when others need more resources, and migrating tasks when
there is an SLA violation and there are not enough resources on the local machine to solve it. In
addition, we are also planning other improvements which include adding more complex policies to
the RM based on economic parameters (e.g. rewards, penalties), considering the risks associated
with the SLA enforcement, and forecasting task resource demand watching past behaviors.
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24. Goiri I, Julià F, Guitart J. Efficient data management support for virtualized service providers. 17th Euromicro Conference

on Parallel, Distributed and Network-based Processing (PDP’09), Weimar, Germany, 18–20 February 2009.
25. GRAAP Working Group. Web services agreement specification (WS-agreement), version 2005/09. Technical Report,

Global Grid Forum, 2005.
26. Ludwig H, Keller A, Dan A, King R, Franck R. Web service level agreement (WSLA) language specification, version

1.0. Technical Report, IBM Corporation, 2003.
27. Mellor E, Sharp R, Scott D. Xen management API, revision 1.0.6, July 2008.
28. Java Agent DEvelopment Framework. Available at: http://jade.tilab.com/ [7 July 2009].
29. EU OntoGrid project. Available at: http://www.ontogrid.net [7 July 2009].
30. Broekstra J, Kampman A, van Harmelen F. Sesame: A generic architecture for storing and querying RDF and RDF

schema. Proceedings of the First International Semantic Web Conference on the Semantic Web. Springer: London, U.K.,
2002; 54–68.

31. Kaoudi Z, Miliaraki I, Magiridou M, Liarou E, Idreos S, Koubarakis M. Semantic grid resource discovery in Atlas.
Knowledge and Data Management in Grids, Talia D, Bilas A, Dikaiakos MD (eds.). CoreGrid Springer Book Series.
Springer: Berlin, 2007; 185–199.

32. Gao Q, Qiu Z. An interest-based P2P RDF query architecture. Proceedings of the First International Conference on
Semantics, Knowledge, and Grid (SKG’05), Beijing, China, 27–29 November 2005; 11.
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