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Abstract 
 
The description of the jobs is a very important issue for the 
scheduling and management of Grid jobs. Since there are a lot of 
different languages for describing Grid jobs, the GGF have 
presented the Job Submission Description Language (JSDL) to 
standardize the job submission language. We believe that the JSDL 
is a good solution but it has some deficiencies regarding the 
parallelism issues. 
In this paper we propose an extension of the JSDL to specify the 
parallelism details of Grid jobs. This extension is proposed in 
general terms for supporting current multilevel parallel 
applications and incoming approaches in parallel programming 
models. We also discus the suitability of the multilevel parallel 
programming models for Grids, in particular the MPI+OpenMP 
since our project, the eNANOS project, is based on this hybrid 
programming model. 
 
1. Introduction 
 
One of the most important issues for the efficient Grid 
resource management and scheduling is the description of 
jobs. A job is mainly described by a set of attributes that 
define the work to be done (executable, arguments, etc...) and 
a mechanism to indicate resource requirements or to give 
some hints for the selection of resources. The Global Grid 
Forum (GGF) [5] if working in the specification for an 
abstract standard Job Submission Description Language 
(JSDL) [1] that is independent of language bindings. The 
proposed JSDL document allows specifying job 
characteristics, job requirements, resource requirements, and 
an extension mechanism.  
The JSDL is being used in existent projects such as the HPC-
Europa project [11]. One of the goals of the HPC-Europa 
project is the development of a Single Point of Access (SPA) 
providing a uniform and intuitive user interface to access to 
several High Performance Computing (HPC) Grid execution 
environments. The jobs are described with a JSDL document 
with some extensions, and through a web portal these jobs can 
be executed on the eNANOS [18], GRIA [8], GRMS [10], 
JOSH [12] or Unicore [21] systems. Since we are considering 
HPC applications, we take into account that they are targeted 
to supercomputers that are nowadays parallel machines 
(clusters and/or SMPs). Therefore, these applications are 
implicitly parallel and they will require a parallel 

programming model and a mechanism to specify the details of 
parallelism for the Grid job. 
With the current specification of the JSDL it is possible to 
specify some parallelism details for a given job, such as the 
required number of processors and resources but it is still 
insufficient. 
In the eNANOS project we exploit the multilevel parallelism 
of the applications through the hybrid MPI+OpenMP 
programming model. Our project is targeted to Grids 
composed of resources based on cluster of SMPs, so we need 
a mechanism to specify deeply the job parallelism details for 
achieving an efficient execution of the parallel applications. 
We have already implemented mechanisms to give support to 
the parallelism al local level but we need a rich description of 
the jobs to coordinate the management of the parallel 
applications between the Grid and the local level. 
In this paper we propose an extension of the JSDL to specify 
the parallelism details of Grid jobs. This proposal will be 
useful for the efficient execution of parallel applications on 
current HPC resources. This extension is proposed in general 
terms and it is suitable for other parallel programming models 
and incoming approaches. It is presented following the same 
format, normative, and notational conventions that the original 
specification, so we expect this proposal to be discussed and 
perhaps accepted as an official extension. We also present the 
MPI+OpenMP approach as one of the motivations for the 
necessity of new standards in the specification of Grid jobs. 
In section 2 we study the main characteristics of the most 
relevant languages for describing Grid jobs, in particular the 
mechanisms to describe parallelism details. In section 3 we 
present the main characteristics of the JSDL and the section 4 
describes our proposal of extension for the JSDL for parallel 
Grid jobs. The section 5 describes some of our experiences, 
and finally we present the conclusions. 
 
2. Related Work 
 
There are already different approaches on the definition of 
languages for the description of Grid jobs. Some of them are 
included in large projects and they have their own specific 
language adapted to the project requirements. We are going to 
present the main characteristics of some of them: the European 
Data Grid JDL [17], GRMS Job Description (GJD) [9] [10], 
Globus Resource Specification Language (RSL) [7] [13], and 
SGE execution scripts [19]. 



2.1. European Data Gr id JDL 
 
The European Data Grid JDL was proposed in the context of 
the Data Grid European Project and afterwards adopted by the 
EGEE project [4]. It is based on the Classad language [20] 
and can be used as the language substrate of distributed 
frameworks. This JDL allows specifying Grid job attributes 
such as: Job Type, Executable, Arguments, 
Stdinput/Stdoutput, etc. 
Respect the parallelism details, the JobType attribute allows 
specifying the MPICH value and through the NodeNumber 
attribute it is possible to specify the number of nodes needed 
for a MPI job. The NodeNumber attribute is only allowed if 
the job type is MPICH.  
An example of a description of a MPI Grid job that required at 
least 6 CPUs to be executed is shown below. 
  
[   

Type = " j ob" ;   

JobType = " mpi ch" ;   

Vi r t ual Or gani sat i on = " i t eam" ;   

/ /  Thi s i s  t he mi ni mum number  of  CPU needed by t he j ob  

NodeNumber  = 6;   

Execut abl e = " cpi " ;   

St dOut put  = " s i m. out " ;   

St dEr r or  = " s i m. er r " ;   

Out put Sandbox = {   

" s i m. er r " ,   

" s i m. out "   } ;   

/ /  Thi s at t r i but e t r i gger s t he pr oxy- r enewal  mechani sm  

MyPr oxySer ver  = " skur ut . cesnet . cz" ;   

Ret r yCount  = 3;   

I nput Sandbox = {   

" / home/ f paci ni / JDL2/ f ox/ cpi "   

} ;   
r equi r ement s = ot her . Gl ueHost Net wor kAdapt er Out boundI P  
&& ( ot her . Gl ueCEI nf oLRMSType==" pbs" ) ;   
r ank = ot her . Gl ueCESt at eFr eeCPUs; ;   

]  

 
2.2. GRMS Job Descr iption 
 
The GRMS Job Description (GJD) is a XML-based language, 
which allows specifying a description of the job executable 
and also the job resource requirements. There are available 
several parameters in the GRMS Job Description, including 
the location of files, arguments, file arguments, executable, 
environment variables, standard input/output/error, 
checkpointing definition, name of hosts for the job execution, 
operating system, required LRMS, network parameters, 
system paths, minimum memory required and so on. ( 
Related to the specification of the parallelism details of the 
applications, the GJD allows specifying the type of the 
application with the <executable> tag and the number of 
required processors with the <cpucount> tag. It only allows 
the threads and MPI programming models for parallel 
applications. The <executable> tag contains “ type”  and 
“count”  attributes that denotes the number of executions of the 
executable and the way the job-manager submits de job 
respectively. For the “ type”  attribute the following values are 
available: single (only 1 process or thread will be started), 
multiple (start count processes or threads), mpi (use the 

appropriate method to start the job compiled with a vendor-
provided MPI library, the job is started with count nodes). 
The description of a Grid job with the GJD is shown bellow. It 
is a MPI job with 4 processes, and it gets the configuration for 
submitting a NAS-BT from an input file. 
 
<gr msj ob appi d=" appi d" > 
  <si mpl ej ob> 
    <execut abl e t ype=" mpi "  count =" 4" > 
      <f i l e name=" exec- f i l e"  t ype=" i n" > 
        <ur l >f i l e: / / / / home/ bench/ nas- mz/ exec- bt </ ur l > 
      </ f i l e> 
      <ar gument s> 
        <val ue>f i l e. l og</ val ue> 
        <f i l e name=" f i l e. conf "  t ype=" i n" >               
          <ur l >gsi f t p: / / pcmas. ac. upc. edu/ ~/ ex/ f i l e. conf </ ur l > 
        </ f i l e> 
      </ ar gument s> 
    </ execut abl e> 
  </ s i mpl ej ob> 
</ gr msj ob> 

 
2.3. Globus Resource Specification Language 
 
The Globus Resource Specification Language (RSL) provides 
a common interchange language to describe resources and 
jobs. There are two versions of the RSL: the RSL of the pre-
WS versions of Globus and the RSL of the Web Services 
versions (GT3 and GT4). 
The pre-WS RSL provides the skeletal syntax used to 
compose complicated resource descriptions, and the various 
resource management components introduce specific 
<attribute, value> pairings into this common structure.The 
available attributes are: arguments, count, directory, 
executable, environment, jobType, maxTime, maxWallTime, 
maxCpuTime, gramMyjob, stdin/out/err, queue, project, 
dryRun, maxMemory, minMemory, and hostCount. 
Related to the specification of the parallelism details of the 
applications, the RSL allows specifying the job type and the 
number of processes required by the job in case of the parallel 
application. The available job types are single (even if the 
count>1, only start 1 process or thread), multiple (start count 
processes or threads), mpi (use the appropriate method, e.g. 
mpirun on SGI Origin or POE on IBM SP, to start a program 
compiled with a vendor-provided MPI library, and the 
program is started with count nodes), and condor (starts 
condor jobs in the "condor" universe). The default value for 
jobType is multiple. The count attribute specify the number of 
executions of the executable (i.e. number of processes of a 
MPI job) and the default value is 1. 
The WS version of RSL (or RSL-2) is based on XML 
technology and allows specifying a more extended set of 
attributes than its predecessor. For the management of the 
parallelism issues it has the following attributes: 
gram:jobType (in the jobTypeAttributes model group), 
gram:hostCount (in the smpAttributes model group), 
gram:count (in the element count). 
An example of a description of a Grid job with RSL, both with 
pre-WS and WS versions is shown below. 
 
( *  Si mpl e MPI  Job Wi t h Ar gument s,  pr e- WS * )  
&( execut abl e = mpi - hel l o)  
 ( ar gument s = Hel l o,  Gr i d)  
 ( j obType = mpi )  
 ( count  = 2)  
 
 
 
 



<?xml  ver si on=" 1. 0" ?> 
<! - -  Si mpl e MPI  Job Wi t h Ar gument s,  WS - - > 
<j ob 
xml ns: ns1=" ht t p: / / www. gl obus. or g/ namespaces/ 2004/ 10/ gr am/ j ob/ descr i pt
i on" >                  
   <ns1: execut abl e>mpi - hel l o</ ns1: execut abl e> 
   <ns1: ar gument >Hel l o, </ ns1: ar gument >          
   <ns1: ar gument >Gr i d</ ns1: ar gument > 
   <ns1: count >2</ count > 
   <ns1: j obType>mpi </ j obType> 
</ j ob> 

 
2.4. SGE Execution Scr ipts 
 
The mechanism used by the SGE Execution Scripts to submit 
jobs is quite different from the previous. It allows submitting 
jobs with a regular shell script with some extensions. These 
extensions influence the behaviour of scripts that run under 
grid engine system control. 
The grid engine system recognizes special comment lines 
(with a leading # sign) and uses them in a special way. The 
rest of such a script line is treated as part of the command line 
argument list. 
When a job runs, a number of variables are preset into the 
job's environment such as SGE_ROOT (the root directory of 
the grid engine system), SGE_O_HOME (the path to the home 
directory of the job owner on the host from which the job was 
submitted), SGE_O_HOST (the host from which the job was 
submitted) HOME (the user's home directory path from the 
passwd file), HOSTNAME (the host name of the node on 
which the job is running), JOB_ID (a unique identifier 
assigned by the SGE system when the job was submitted. The 
job ID is a decimal integer from 1 through 9,999,999), etc. 
The typical SGE scripts are composed of both the compilation 
and execution of the application. An example of this kind of 
scripts is shown bellow: it compiles a Fortran77 source file 
and afterwards executes it. 
 
#! / bi n/ csh 
 
#For ce csh i f  not  Gr i d Engi ne def aul t   
#shel l  
 
#$ - S / bi n/ csh 
 
# Thi s i s  a sampl e scr i pt  f i l e f or  compi l i ng and 
# r unni ng a sampl e FORTRAN pr ogr am under  N1 Gr i d Engi ne 6 
# We want  Gr i d Engi ne t o send mai l  
# when t he j ob begi ns and when i t  ends.  
 
#$ - M Emai l Addr ess 
#$ - m b, e 
 
# We want  t o name t he f i l e f or  t he st andar d out put  
# and st andar d er r or .  
 
#$ - o f l ow. out  - j  y  
 
# Change t o t he di r ect or y wher e t he f i l es ar e l ocat ed.  
 
cd TEST 
 
# Now we need t o compi l e t he pr ogr am " f l ow. f "  and 
# name t he execut abl e " f l ow" .  
 
f 77 f l ow. f  - o f l ow 
 
# Once i t  i s  compi l ed,  we can r un t he pr ogr am.  
 
f l ow 

 
The parallelism details of the job are specified with the 
following environment variables: 
NHOSTS: The number of hosts in use by a parallel job. 
NQUEUES: The number of queues that are allocated for the 
job. This number is always 1 for serial jobs. 
NSLOTS: The number of queue slots in use by a parallel job. 
PE: The parallel environment under which the job runs. This 
variable is for parallel jobs only. 

3. Job Submission Descr iption Language 
 
The Job Submission Description Language (JSDL) is one of 
the efforts of the Global Grid Forum created by the JSDL-
Working Group [6]. It is a language for describing the 
requirements of computational jobs for submission to 
resources, particularly in Grid environments. The JSDL 
language contains a vocabulary and normative XML Schema 
that facilitate the expression of those requirements as a set of 
XML elements. 
Since many organizations accommodate a variety of job 
management systems, where each system has its own language 
for describing job submission requirements, the main 
motivations for specifying the JSDL are to standardize the job 
submission language to be easily mapped to the various 
systems, and to provide the core vocabulary for describing a 
job for submission to Grid environments.  
Although the preliminary versions of the JSDL included the 
description of a job itself, the JSDL 1.0 elements fall into the 
following general categories: 

-  Job identification requirements. 
-  Resource requirements. 
-  Data requirements. 

Following the next XML schema: 
 
<JobDescr i pt i on> 
 <JobI dent i f i cat i on . . .  / >? 
 <Appl i cat i on . . .  / >? 
 <Resour ces . . .  / >? 
 <Dat aSt agi ng . . .  / >*  
 <xsd: any##ot her >*  
</ JobDescr i pt i on> 
 
The JobIdentification element contains all elements that 
identify the job: JobName, Description, JobAnnotation, and 
JobProject. If this element is not present then its value, 
including all of its sub-elements, is undefined. 
The Application element describes the application and its 
requirements. It contains the name of the application, the 
version and a description. It includes only the generic 
elements and more specific application definitions should be 
defined through specific extensions (i.e. POSIX compliant 
normative extension). The Resources elements describe the 
resource requirements of the job. The available resource 
requirement elements are shown in the following XML 
schema. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 



<Resour ces> 
 <Candi dat eHost s . . .  / >? 
 <Fi l eSyst em . . . / >*  
 <Exl usi veExecut i on . . . / >? 
 <Oper at i ngSyst em . . . / >? 
 <CPUAr chi t ect ur e . . . / >? 
 <I ndi vi dual CPUSpeed . . . / >? 
 <I ndi vi dual CPUTi me . . . / >? 
 <I ndi vi dual CPUCount  . . . / >? 
 <I ndi vi dual Net wor kBandwi dt h . . . / >? 
 <I ndi vi dual Physi cal Memor y . . . / >? 
 <I ndi vi dual Vi r t ual Memor y . . . / >? 
 <I ndi vi dual Di skSpace . . . / >? 
 <Tot al CPUTi me . . . / >? 
 <Tot al CPUCount  . . . / >? 
 <Tot al Physi cal Memor y . . . / >? 
 <Tot al Vi r t ual Memor y . . . / >? 
 <Tot al Di skSpace . . . / >? 
 <Tot al Resour ceCount  . . . / >? 
 <xsd: any##ot her >*  
</ Resour ces>? 
 
If this element is not present then the consuming system 
chooses any set of resources to execute the job. Additional 
resource requirements may be defined as extensions. 
The DataStaging element defines the files that should be 
moved to the execution host (stage in) and the files that should 
be moved from the execution host (stage out). Files are staged 
in before the job starts executing and staged out after the job 
terminates. More complex file transfers, file permissions, 
access control, and more complicated deployment scenarios 
than the file staging, are out of scope of the JSDL 
specification. 
The special any##other  type describes a mechanism that can 
be used to extend the schema with custom elements. This 
allows extending all elements by additional XML elements. 
Although the intention is to produce a language for describing 
the submission of jobs and not the job itself, it is available a 
normative extension that defines a schema describing an 
application executed on a POSIX compliant system. The 
POSIX extension supports the following elements: 
Executable, Argument, Input, Output, Error, 
WorkingDirectory, Environment, and some limits (i.e. 
WallTimeLimit, FileSizeLimit, CoreDumpLimit, etc.). 
In the specification of the JSDL there is not any specific 
element or attribute to determine the parallelism details of the 
application. The IndividualCPUCount and TotalCPUCount 
elements could be taken into account to specify the parallelism 
of the application. For instance we could suppose in a 
multilevel application (a MPI+OpenMP application) that the 
IndividualCPUCount element is the number of OpenMP 
threads and the TotalCPUCount element is the number of MPI 
processes. It would be a partial solution only for homogeneous 
resources and it would require doing an assumption about the 
specification of the application because the original semantic 
of these attributes is not related to the definition of the 
application itself. Furthermore, it is not a consistent 
specification mechanism and could cause mistakes in the 
execution of the applications. 
In the same way, in the POSIX normative extension it is not 
available any information related to the parallelism details of 
the applications. With the Environment element we could 
specify by environment variables all the required information 

to describe deeply a parallel application, but this is not a 
robust and concrete enough solution. 
Then, it is not enough with this language to define a multilevel 
parallel application such as a MPI+OpenMP one. Without a 
complete specification of the application it is not possible to 
perform an efficient dynamic scheduling of parallel 
applications too. Since the JSDL is envisioned that more 
complex functionality will be provided through extensions to 
the core JSDL 1.0 specification, the extension proposed in the 
section 4 is an alternative for the specification of parallel 
applications. 
 
4. Our Proposal 
 
When a Grid job is submitted to a HPC resource usually is 
executed through a Local Resource Management System. 
Since the JSDL does not give support for the parallelism 
issues, the Local Management Systems are able to schedule 
the typical use cases (i.e. a fixed number of processes for a 
MPI application) but not new approaches (i.e. specifying a 
range of processes for an application or specifying a dynamic 
policy for an OpenMP application). Our approach is to specify 
an extension of the JSDL that supports not only the current 
specifications for parallel jobs, but more detail about the level 
and detail of parallelism of the jobs.  
Currently the largest part of the efforts for parallel 
programming on Grids is based on MPI solutions (one of the 
most used implementation is MPICH [14]). But there are other 
approaches that have to be taken into account such as the 
threaded model, OpenMP, MPI+OpenMP, PVM, Unified 
Prallel C (UPC) [22], and Co-Array Fortran (CaF) [16].  In [3] 
is discussed the suitability of the OpenMP programming 
model and DSM for Grids, and there are also available another 
efforts devoted specifically to the programming of Grid 
applications such as GRID superscalar [2] or POP C++ [15]. 
In this section we present a solution that also take into account 
the multilevel parallel applications because it is generic and 
we need support for this kind of applications for our efforts in 
the eNANOS project. Furthermore, in the eNANOS project 
we expect to demonstrate that the hybrid model 
MPI+OpenMP is the most suitable one for resources based on 
clusters of SMP’s that is probably the most typical parallel 
architecture in Grids. In section 5 we discus the convenience 
of using this model for this kind of architectures with some 
experiences. 
We are following the same format, normative, and notational 
conventions that the original specification of the JSDL. In fact, 
the JSDL provides two mechanisms for its extension: using 
new attributes or new elements. This extension defines a 
schema describing the parallelism details of an application to 
be executed on a HPC system, and we have chosen the 
extension by new XML elements. 
The namespace prefix used for this schema in the specification 
is “ jsdl-par” . Since this is a proposal, the normative 
namespace for this schema is not given. 
 
 
 



4.1. Enumeration Types 

4.1.1. ParallelApplTypeEnumeration Type 

The following are the allowed types of parallel applications. It 
should be extended with new models. 
 

Name Definition 
mpi MPI, message passing 
openmp OpenMP, shared memory model 
mpi_openmp Hybrid programming model 
pvm Paralle Virtual Machine 
threads Threaded application 
caf Co-Array Fortran 
upc Unified Parallel C 
other Other programming models 

 
Table 1: jsdl-par:ParallelApplTypeEnumeration 

4.1.2. ParallelApplTopologyEnumeration Type 

The following are the possible kinds of application regarding 
its topology. 
 
Name Definition 
unrestricted The LRMS can select any number of 

processes/threads for the application between 
the range specified in level description. 

power2 The number of processes/threads for the 
application MUST be power of two (e.g. 3 
power 2 = 9). 

explicit The number of processes/threads is explicitly 
specified. 

 
Table 2:  jsdl-par:ParallelApplTopologyEnumeration 

 
4.2. ParallelApplication Element 

4.2.1. Definition 

This element describes the parallelism details of an 
application. It contains the description of the type of the 
application, the number of levels of the application, for each 
level the topology. If it is present as a sub-element of the 
JSDL Application element it MUST appear only once. It 
MUST NOT appear for sequential applications. 

4.2.1.1 Multiplicity 

The multiplicity of this element is zero or one. 

4.2.1.2 Type 

This is a complex type. It MUST support the following 
elements: 

-  ApplType 
-  Levels 
-  LevelDescription 

4.2.1.3 Attr ibutes 

The following attributes are defined: 

name - an optional name for the ParallelApplication element. 
Its type is xsd:NCName so that it can be reused and 
referred to from outside the containing document. 

4.2.1.4 Pseudo Schema 

<Par al l el Appl i cat i on name=” xsd: NCName” ?> 
 <Appl Type. . .  / > 
 <Level s. . .  / > 
 <Level Descr i pt i on. . .  / >+ 
 <xsd: any##ot her >*  
</ Par al l el Appl i cat i on> 

4.2.2. ApplType Element 

4.2.2.1 Definition 

This element is an enumeration type specifying the type of 
application regarding the programming model used in the 
application. This type should be interpreted by the Local 
Resource Management System in order to use the most 
suitable tool or runtime to execute the application (e.g. POE, 
OpenMP runtime, etc…). 

4.2.2.2 Multiplicity 

The multiplicity of this element is one. 

4.2.2.3 Type 

The type of this element is jsdl-
par:ParallelApplTypeEnumeration 

4.2.2.4 Attr ibutes 

No attributes are defined. 

4.2.2.5 Pseudo Schema 

<Appl Type> 
 j sdl - par : Par al l el Appl TypeEnumer at i on 
</ Appl Type> 

4.2.2.6 Examples 

MPI application: 

<j sdl - par : Appl Type> mpi  </ j sdl - par : Appl Type> 

4.2.3. Levels Element 

4.2.3.1 Definition 

This element is a positive integer that specifies the number of 
parallelism levels of the application. For instance, a 
MPI+OpenMP application has 2 levels of parallelism. 

4.2.3.2 Multiplicity 

The multiplicity of this element is one. 

4.2.3.3 Type 

The type of this element is xsd:positiveInteger . 

4.2.3.4 Attr ibutes 

No attributes are defined. 

4.2.3.5 Pseudo Schema 

<Level s> xsd: posi t i veI nt eger  </ Level s > 



4.2.3.6 Examples 

Application with 2 levels of parallelism: 

<j sdl - par : Level s> 2 </ j sdl - par : Level s> 

4.2.4. LevelDescr iption 

4.2.4.1 Definition 

This element is a complex type specifying the parallelism of 
the different levels of the application. It is required at least the 
description of one level since a parallel application has one or 
more levels of parallelism. This proposal is though for two 
levels of parallelism but can be applied for more levels of 
parallelism. 

4.2.4.2 Multiplicity 

The multiplicity of this element is one or more. 

4.2.4.3 Type 

This is a complex type. It MUST support the following 
elements: 

-  Parallelism 
-  Topology 

4.2.4.4 Attr ibutes 

The following attributes are defined:  

level – it indicates the level of parallelism that the element 
describes. It is supposed that the first level of parallelism 
correspond to the most external layer. Its type is 
xsd:positiveInteger and the default value is 1 (it is 
supposed that there is only one level of parallelism like 
in the case of a MPI application). 

 
malleable – it indicates if the application is malleable or not. 

In fact, currently this attribute only has sense for 
OpenMP applications (the number of threads can be 
dynamically modified in run-time). Its type is 
xsd:boolean and the default is false. 

4.2.4.5 Pseudo Schema 

<Level Descr i pt i on l evel =” xsd: posi t i veI nt eger ”  
mal l eabl e=” xsd: bool ean” ?>  
 <Par al l el i sm. . .  / >? 
 <Topol ogy. . .  / >? 
 <xsd: any##ot her >*  
</ Level sDescr i pt i on>+ 

4.2.4.6 Examples 

Application with at least 6 processes and this number has to be 
power of 2: 

<j sdl - par : Level Descr i pt i on l evel =” 1” > 
  <j sdl - par : Par al l el i sm> 
 <j sdl : Lower BoundedRange>6. 0</ j sdl : Lower BoundedRa
nge> 
  </ j sdl - par : Par al l el i sm> 
  <j sdl - par : Topol ogy>power 2 
  </ j sdl - par : Topol ogy> 
</ j sdl - par : Level Descr i pt i on > 

4.2.5. Parallelism Element 

4.2.5.1 Definition 

This is a range value that describes the number of processes or 
threads that are required by the parallel application. The 
topology element only has sense if the value of this element is 
not an exact number. In this case it can be supposed that the 
application is moldable but the malleability is explicitly 
indicated by the malleable attribute of the LevelDescription 
element. 

4.2.5.2 Multiplicity 

The multiplicity of this element is zero or one. 

4.2.5.3 Type 

The type of this element is jsdl:RangeValue_Type. 

4.2.5.4 Attr ibutes 

No attributes are defined. 

4.2.5.5 Pseudo Schema 

<Par al l el i sm> 
 j sdl : RangeVal ue_Type 
</ Par al l el i sm>? 

4.2.5.6 Examples 

An application with at most 16 processes/threads: 

<j sdl - par : Par al l el i sm> 
 <j sdl : Upper BoundedRange>16. 0</ j sdl : Upper BoundedR
ange> 
</ j sdl - par : Par al l el i sm> 

4.2.6. Topology Element 

4.2.6.1 Definition 

This element is an enumeration type specifying the topology 
of the application. This value can be taken into account by the 
LRMS to decide the number of processes or threads that will 
be spawned for the application. 

4.2.6.2 Multiplicity 

The multiplicity of this element is zero or one. 

4.2.6.3 Type 

The type of this element is jsdl-par: 
ParallelApplTopologyEnumeration 

4.2.6.4 Attr ibutes 

No attributes are defined. 

4.2.6.5 Pseudo Schema 

<Topol ogy> 
 j sdl - par : Par al l el Appl Topol ogyEnumer at i on 
</ Topol ogy> 

4.2.6.6 Examples 

The number of processes/threads is fixed by the number 
specified in the parallelism element: 

<j sdl - par : Topol ogy> expl i c i t  </ j sdl - par : Topol ogy> 



4.3. Document Example 
 
The following example shows the description of the details of 
parallelism of a MPI+OpenMP application. It requires at least 
4 MPI processes and the number of processes is not limited. 
The OpenMP is malleable and the maximum number of 
threads is 16. The OpenMP threads are power of 2, so if it is 
no possible to assign 16 threads by the LRMS, possible 
assignations are 8, 4, 2 or 1 threads. This assignation can be 
modified dynamically since it is a malleable OpenMP 
application. 
 
 

<Par al l el Appl i cat i on> 
  <Appl Type>mpi _openmp</ Appl Type> 
  <Level s>2</ Level s> 
  <Level Descr i pt i on l evel =” 1” > 
 <Par al l el i sm> 
   <j sdl : Lower BoundedRange>4. 0</ j sdl :  
Lower BoundedRange> 
 </ Par al l el i sm> 
 <Topol ogy>unr est r i ct ed</ Topol ogy> 
  </ Level Descr i pt i on> 
  <Level Descr i pt i on l evel =” 2”  mal l eabl e=” t r ue” > 
 <Par al l el i sm> 
   <j sdl : Upper BoundedRange>16. 0</ j sdl :  
Upper BoundedRange> 
 </ Par al l el i sm> 
 <Topol ogy>power 2</ Topol ogy> 
  </ Level Descr i pt i on> 
</ Par al l el Appl i cat i on> 
 

 
5. Exper iences 
 
We have performed experiments using the traditional JSDL 
and our proposal for extending it in a HPC execution 
environment with queuing system and local scheduler. We 
have obtained betters results en terms of execution time and 
we have seen the potential of the MPI+OpenMP applications 
with a full description of the jobs. When the jobs were 
described with the original JSDL the LRMS was not able to 
spawn the adequate number of MPI processes and OpenMP 
threads. It caused overloading of the nodes and obviously an 
inefficient resource usage. We solved this problem for the 
original JSDL only using environment variables for the 
OpenMP description, but it is not a general solution for all the 
programming models. 
In the following examples we are specifying a MPI+OpenMP 
job with a fixed number of MPI processes and OpenMP 
threads. In the first document shown bellow, we specify the 
number of MPI processes through the TotalCPUCount 
element of the JSDL 1.0. The number of OpenMP threads is 
specified through the OMP_NUM_THREADS environment 
variable. In the second document we use our extension of the 
JSDL to describe the levels and the configuration of the jobs. 
 
 
 
 
 
 
 
 

 
 

<?xml  ver s i on=" 1. 0"  encodi ng=" UTF- 8" ?> 
<j sdl : JobDef i ni t i on 
xml ns: j sdl =" ht t p: / / schemas. ggf . or g/ j sdl / 2005/ 11/ j sdl  
xml ns: j sdl - posi x=" ht t p: / / schemas. ggf . or g/ j sdl / 2005/ 11/ j sdl -
posi x" > 
  <j sdl : JobDescr i pt i on> 
    <j sdl : JobI dent i f i cat i on> 
      <j sdl : JobName>NAS- MZ BT</ JobName> 
    </ j sdl : JobI dent i f i cat i on> 
    <j sdl : Resour ces> 
      <j sdl : Tot al CPUTi me> 
        <j sdl : exact >2. 0</ j sdl : exact > 
      </ j sdl : Tot al CPUTi me> 
    </ j sdl : Resour ces> 
  </ j sdl : JobDescr i pt i on> 
  <j sdl - posi x: POSI XAppl i cat i on> 
    <j sdl - posi x: Execut abl e> 
      scr i pt s/ submi t _BT 
    </ j sdl - posi x: Execut abl e> 
    <j sdl - posi x: Out put >out put _BT</ j sdl - posi x: Out put > 
    <j sdl - posi x: Er r or >er r or _BT</ j sdl - posi x: Er r or > 
    <j sdl - posi x: Envi r onment  name=” OMP_NUM_THREADS” >16 
</ j sdl - posi x: Envi r onment > 
  </  j sdl - posi x: POSI XAppl i cat i on> 
</ j sdl : JobDef i ni t i on> 
 

 
 

<?xml  ver s i on=" 1. 0"  encodi ng=" UTF- 8" ?> 
<j sdl : JobDef i ni t i on  
. . .  
xml ns: j sdl - par =" ht t p: / / schemas. exampl e. or g/ 2005/ 11/ j sdl -
par " > 
  <j sdl : JobDescr i pt i on> 
    <j sdl : JobI dent i f i cat i on> 
      <j sdl : JobName>NAS- MZ BT</ JobName> 
    </ j sdl : JobI dent i f i cat i on> 
  </ j sdl : JobDescr i pt i on> 
  <j sdl - posi x: POSI XAppl i cat i on> 
    <j sdl - posi x: Execut abl e> 
      scr i pt s/ submi t _BT 
    </ j sdl - posi x: Execut abl e> 
    <j sdl - posi x: Out put >out put _BT</ j sdl - posi x: Out put > 
    <j sdl - posi x: Er r or >er r or _BT</ j sdl - posi x: Er r or > 
  </ j sdl - posi x: POSI XAppl i cat i on> 
  <j sdl - par : Par al l el Appl i cat i on> 
    <j sdl - par : Appl Type>mpi _openmp</ j sdl - par : Appl Type> 
    <j sdl - par : Level s>2</ j sdl - par : Level s> 
    <j sdl - par : Level Descr i pt i on l evel =" 1" > 
      <j sdl - par : Par al l el i sm> 
        <j sdl : exact >2. 0</ j sdl : exact > 
      </ j sdl - par : Par al l el i sm> 
    </ j sdl - par : Level Descr i pt i on> 
    <j sdl - par : Level Descr i pt i on l evel =" 2"  mal l eabl e=" t r ue" > 
      <j sdl - par : Par al l el i sm> 
        <j sdl : exact >16. 0</ j sdl : exact > 
      </ j sdl - par : Par al l el i sm> 
    </ j sdl - par : Level Descr i pt i on> 
  </ j sdl - par : Par al l el Appl i cat i on> 
</ j sdl : JobDef i ni t i on> 
 

 
The Figure 1 shows the execution time of the previous jobs on 
a Power3 based node with 16 CPUs (in the figure “mpis”  is 
the number of MPI processes and “ th”  is the number of 
OpenMP threads). There are different configurations of MPI 
processes and OpenMP threads, and the applications are NAS-
MZ BT benchmarks. 
With the JSDL 1.0 we see how the jobs overload the system: 
when the number of total spawned threads is higher than 16 
(the number of available CPUs) the LRMS is not able to 
manage the application in a convenient way because it does 
not know if there is an internal level of parallelism. Even if the 
OMP_NUM_THREADS environment variable is not defined 
in the JSDL the problems would remain if it is specified by 
default in the local system. In the second case, with the 
extension of the JSDL, we can define the two levels of 
parallelism and the local system is able to manage them 
appropriately. This is a simple example but it shows the 
potential of the JSDL extension for describing parallel jobs. 



 

 

Figure 1. Execution time of MPI+OpenMP applications 
with JSDL 1.0 and the proposed extension.  

 
6. Conclusions 
 
We have discussed the necessity of standard for the definition 
of the Grid jobs and the mechanisms for their submission. 
There are a lot of projects and initiatives that deal with this 
issue and the JSDL seems to be a good solution. In spite of 
this, we also think the JSDL should be extended with the 
proposal discussed in this paper to support parallel 
applications effectively in HPC systems. 
In our opinion, the support to the parallelism of the application 
should be based on multilevel solutions since there are 
available mixed programming models such as MPI+OpenMP 
that can be appropriate for a HPC Grid environment. 
Furthermore, this solution is quite generic and can cover all 
the existent parallel programming models and incoming 
proposals. 
The current approaches consist in allocating jobs to resources 
through its local resource management systems without taking 
into account the behavior of the applications regarding of the 
parallelism details of them.  The specification of the 
parallelism details of the Grid jobs can allow us obtaining 
better results in terms of performance and efficient resource 
usage, in particular for multilevel parallel applications as is 
proposed in [18]. 
The introduction of the JSDL in current projects should be 
immediate since the parsing of the JSDL to other existent 
languages is quite simple. In fact, in the HPC-Europa project 
we parse the JSDL to the RSL which is the current language of 
our brokering system. The rest of the partners do the same to 
their respective systems (GRMS, Unicore, etc.). 
The standard of the JSDL can be relatively variable with the 
introduction of emerging technological solutions, but it would 
be desirable that the basic structure of the standard will remain 
intact to promote the use of the JSDL. During the definition of 
the current stable version (1.0), there were different drafts 
containing the current attributes and elements but also the 
description of the job that finally has been presented as an 
extension. 
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