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ABSTRACT 

The requirement of executing network re-optimization operations to efficiently manage and deploy new 

generation flexgrid-based optical networks has brought to light the need of some specialized PCEs capable of 

performing such high time-consuming computations. The objective of such re-optimizations is to compute 

network reconfigurations to be done based on the current state of network resources to achieve near-optimal 

resources utilization. Such PCEs require high performance computing equipment to process the huge amount of 

data in both the Traffic Engineering (TED) and the Label Switched Path (LSP-DB) databases in a unified 

computation step. To deal with this problem, a High Performance Computing (HPC) Graphics Process Unit 

(GPU)-based cluster architecture is proposed in this paper. This architecture is capable of attending to Path 

Computation Element (PCE) requests demanding execution of network re-optimization tasks, perform such 

computations and report a near-optimal solution in practical times. 
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1. INTRODUCTION 

The flexgrid optical networks [1], [2] has emerged as a potential and viable candidate able to handling the 

growing bandwidth demanded. This new technology increases optical spectral efficiency dividing the available 

optical spectrum into thinner equally-sized frequency slots allowing operators to assign a specific amount of 

consecutive slots depending on client layer requests. 

When a new optical connection needs to be established on a flexgrid optical network, the Path Computation 

Element (PCE) [3] is in charge of computing a route with enough available resources to allocate the connection 

and of assigning some spectrum width, i.e. a set of contiguous frequency slots. To perform such path 

computation, PCE includes the Traffic Engineering Database (TED) containing the state of the network 

resources. In addition, to allow more advanced operation, stateful PCEs also include the Label Switched Path 

(LSP) database (LSP-DB) which contains information regarding LSPs established over the network, including its 

route and spectrum allocation. LSP-DB is essential when facing network re-optimization problems. 

To enhance network optimality, a robust infrastructure capable of performing efficiently re-optimization 

operations is required. Just to mention, some network re-optimization operations are optical spectrum 

defragmentation, re-optimization after a failure has been repaired, etc. Since these operations need High 

Performance Computing (HPC) hardware to produce a solution in practical times, specialized PCEs can be 

deployed in the back-end while having a PCE capable of solving some common tasks, such as plain path 

computations in the front-end. Front-end and back-end PCEs can communicate by using the PCE Protocol 

(PCEP) as Inter-PCE communication protocol [4]. 

The reminder of this paper is organized as follows. Section 2 describes the architecture of our HPC PCE-

based Planning Tool for Optical Networks (PLATON); it is based on a HPC cluster architecture which takes 

advantage from the high level of parallelization supported by general purpose Graphic Processing Units (GPU). 

For illustrative purposes, Section 3 describes a specific use case. Finally, Section 4 draws some conclusions. 

2. GPU-BASED HIGH PERFORMANCE PCE ARCHITECTURE 

When a request received at the front-end PCE requires computing a specific optimization algorithm which is not 

among the local algorithms, front-end PCE looks for into its algorithm lookup table to find a back-end PCE able 

to run such algorithm ID. An inter-PCE request is then sent via the PCEP protocol to that back-end PCE. 

Optimization algorithms need not negligible time to produce a solution, typically several minutes or even hours 

depending on its complexity and the size of the TED and LSP-DB databases. Hence, the front-end PCE cannot 

be stopped waiting for a computation request to terminate; instead, back-end PCEs send a notification after the 

computation finishes. 

The architecture of our specialized back-end PCE is shown in Figure 1. It consists of a cluster manager 

module and some HPC agents which run algorithms on highly parallel GPU-based hardware. The cluster 

manager module contains a PCE server responsible for attending remote PCE requests and storing them into the 

requests database (RqDB), which stores pending computation requests. Another module, named manager, is in 

charge of managing computation queues assigning computation requests to HPC agents which in turn perform 

the requested computation. A request-response UDP-based protocol is used between manager and HPC agents. 
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Figure 1. PLATON HPC-based PCE architecture. 

 

Figure 2. Sequence diagram. 

Each HPC agent consists of two different parts. Running in the host computer CPU a communications 

module is in charge of the UDP-based protocol, while a set of optimization algorithms are available. Each 

optimization algorithm is separated into two blocks, the one running in the host’s CPU and the set of kernels 

running in the GPU device. The cluster might contain a number of these HPC agents, each in charge of a single 

GPU device, to create a highly scalable system with hundreds or even thousands of computers, each running 

several HPC agents. 

The execution sequence used in PLATON is illustrated in Figure 2. When the PCE server receives a PCEP 

request (1) it creates a new entry in the RqDB (2). This database encodes a priority queue of requests used to 

decide the next request to be computed; the oldest request is not necessarily the first one to be computed. After 

committing the insertion, RqDB triggers a notification to the manager (3) so that the latter may know that a new 

request has been added to the queue. When manager receives the notification, it queries RqDB to get the new 

request (4) synchronizing the copy of the priority queue that it maintains in memory (5).  

When a HPC agent becomes idle after computing some request (6), manager selects a request from the 

priority queue and assigns that request to the HPC agent, transfers the data and parameters required for the 

computation and informs the agent about the optimization algorithm ID to be used (7). An HPC agent should 

inform manager about the evolution of the algorithm it is running (9). These intermediate results are stored in the 
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RqDB and are available to be accessed from outside PLATON (10). When the agent finalizes the computation, 

it transfers the final results to the manager (11) who stores them into the RqDB (12). Then, the RqDB triggers 

a notification to PCE server informing that the request has been computed and results are available (13). PCE 

server queries the RqDB (14) to get the results (15) and sends them using a PCEP response to the front-end PCE 

that originated the request (16). 

The main loop of HPC agents consists in: a) receiving the computation input data, parameters, and 

optimization algorithm ID (7); b) executing computation kernels, i.e. GPU computation functions, corresponding 

to that algorithm (8); c) periodically notifying manager computation statistics (9); and 4) sending the final results 

to manager upon a request computation is completed (11). 

3. USE CASE: NETWORK DEFRAGMENTATION 

As an illustrative example, let us use a type of network re-optimization, which is meaningful in flexgrid-based 

optical networks; the network on-line defragmentation problem, named SPRESSO, defined in [7]. It can be 

formally defined as, 

Given: 

 an optical network, represented by a graph G(N, E), being N the set of nodes and E the set of optical 

links connecting two nodes, 

 a set S of frequency slots available in each link eϵE, 

 a set P of already established paths, 

 a new path (newP) to be established in the network. A route for the path has been already selected but 

there is no feasible spectrum allocation, 

 the threshold number of paths to be reallocated. 

Output: 

 for each path to be reallocated, its new spectrum allocation, 

 the spectrum allocation for newP. 

Objective: Minimize the amount of paths to be reallocated so to fit newP in. 
 

Note that the TED describes the graph G(N, E), whilst the LSP-DB contains P. 

Since solving the above problem to optimality for real-sized network and traffic instances becomes 

impractical, we consider meta-heuristic algorithms which provide an adequate trade-off between optimality and 

complexity. Specifically, let us implement a Biased Random-Key Genetic Algorithm (BRKGA) [5] because it’s 

proven efficiency when solving combinatory problems, such as multilayer network planning problems [6][5]. 

The objective is to obtain a set of high quality solutions in short running times. 

BRKGA encodes solutions as individuals, each one represented by a set of genes (chromosome); each gene is 

a real number in the range [0,1]. A set of P individuals creates a population. Populations evolve from one 

generation to the next, producing better individuals at each step, while keeping fixed the number of individuals. 

Individuals are sorted as a function of its fitness value and classified into two groups: elite and non-elite. Elite 

individuals are copied from one generation to the next. Non-elite individuals are mated with elite ones to 

produce offspring to the next generation. Finally a set of randomly-generated individuals is added to the next 

generation to increase diversity. Each individual represents a solution of the problem to be solved. 

A deterministic algorithm, named decoder, transforms any input chromosome into a feasible solution and 

computes its fitness value. As described in [5], the BRKGA algorithm consists in a set of steps which are 

problem independent (i.e. producing random individuals, classifying them according to each individual’s fitness 

value and evolving them from one generation to the next) and one single problem dependent step which is the 

decoder algorithm. 

Because this problem requires evaluating many different solutions (individuals), we decided to take 

advantage of GPU devices run massively parallel computations. These devices are able to execute the same 

algorithm (kernel) over thousands of different data blocks in parallel. Each data block is processed by one thread 

block of the GPU, so the set of threads of that specific block collaborate in producing the result. 

We implemented the BRKGA framework so as to take advantage from GPUs parallelization. All individuals 

from one population are decoded in parallel by assigning each one to a single thread block. Collaborative threads 

are used to navigate the network in parallel. Because of memory transfers between CPU and GPU takes time, we 

decided to keep all data related on individuals into GPU memory. This decision implies that all the code that 

requires interaction with individuals’ data must also be executed into the GPU, so we implemented the rest of 

BRKGA algorithm as GPU kernels. The CPU is only responsible of executing the main BRKGA loop which 

consists on: 1) running BRKGA kernels sequentially; 2) obtain current statistics to check stop criteria and 

transfer them to the manager and; 3) check whether BRKGA stop criteria are met to terminate execution. When 

execution terminates, the best individual found is returned as result of the algorithm. 
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Since the order in which demands are routed influences the goodness of the solution, some genes are needed 

to specify that order. In this regard, we use one gene for each demand which is used to sort the set of demands. 

Table 1 illustrates the algorithm that is executed by the decoder on each thread block. Each individual tries to 

find a route for all the demands following the order defined by the chromosome. To route each demand, 

a shortest path with enough network resources is computed. If no route can be found, the individual is infeasible 

so computation for this specific individual is aborted. If a route is found, a heuristic algorithms, e.g. first-fit, 

allocates spectrum for the demand. When all demands are routed, a fitness value is computed. 

Table 1. Decoder algorithm. 

 INPUT: network, chromosome 

OUTPUT fitness_value 

1: 

2: 

3: 

4: 

5: 

6: 

7: 

8: 

9: 

10: 

for i = 1..network.numDemands do 

network.demands[i].order = chromosome[i] 

sort(network.demands) 

for i = 1..network.numDemands do 

demand = network.demands[i] 

demand.route = SP(network, demand) 

if demand.route = Ø then 

return INFEASIBLE 

demand.spectrum = SA(network, demand.route) 

return ComputeFragmentation(network) 

 

The most complex process on the overall algorithm is the shortest paths (SP) algorithm; this is the 

computation of the shortest path for each demand. The main problem of resource allocation algorithms is that 

each shortest path computation depends on the previous demands already routed, because each new demand 

routed consumes network resources that will not be available for the next demands. For that reason, it is not 

possible to compute all demand shortest paths in parallel. As result, we can conclude that implementing a highly 

optimized parallel SP algorithm is a key research topic, so as to decrease remarkably total computation times. 

4. CONCLUDING REMARKS 

A specific PCE architecture based on HPC GPU devices capable of solving large optimization problems related 

on optical network planning and re-optimization has been presented. At the time of writing this paper, the PCE is 

under development. However, as we concluded in Section 3, the most computationally complex operation in the 

presented use case is shortest paths (SP) computation. For this very reason, we are also currently focused on 

devising and implementing efficient parallel SP algorithms that eventually reduce algorithms’ execution time. 
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